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One of the most pressing and fascinating challenges scientists face today is understanding the complexity of our
globally interconnected society.
The big data arising from the digital breadcrumbs of human activities have the potential of providing a powerful
social microscope, which can help us understand many
complex and hidden socio-economic phenomena. Such
challenge
requires
high-level analytics,
modelling and reasoning across all the social dimensions above.
There is a need to
harness these opportunities for scientific advancement and
for the social good,
compared to the currently prevalent exploitation of big
data for commercial purposes or, worse, social control
and surveillance. The main obstacle to this accomplishment, besides the scarcity of data scientists, is the lack of
a large-scale open ecosystem where big data and social
mining research can be carried out.
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The SoBigData Research Infrastructure
An integrated ecosystem for ethic-sensitive scientific discoveries and advanced applications of social media mining on the various dimension of social life.
Fosca Giannotti, KDD Lab, Isti-CNR, Project Coordinator
[Continued]

THE SOBIGDATA ECOSYSTEM
The SoBigData Research Infrastructure (RI) provides an integrated
ecosystem for ethic-sensitive scientific discoveries and advanced applications of social data mining on the
various dimensions of social life as
recorded by “big data”. The research
community uses the SoBigData facilities as a “secure digital wind-tunnel”
for large-scale social data analysis and
simulation experiments. SoBigData
promotes repeatable and open science and supports data science research
projects
by
providing:
i)
an
eve r- g ro w i n g ,
distributed
data ecosystem for procurement,
access
and
curation and
management
of big social
data, to underpin social
data
mining
research within an ethic-sensitive
context;
ii) an ever-growing, distributed platform of interoperable, social data
mining methods and associated skills:
tools, methodologies and services
for mining, analysing, and visualising
complex and massive datasets, harnessing the techno-legal barriers to
the ethically safe deployment of big
data for social mining;
iii) an ecosystem where protection of
personal information and the respect
for fundamental human rights can

coexist with a safe use of the same
information for scientific purposes
of broad and central societal interest.
SoBigData has a dedicated ethical
and legal board, which is implementing a legal and ethical framework.
THE GOAL
The major goal is granting access (both
virtual and trans-national on-site) to
the SoBigData RI to multi-disciplinary
scientists, innovators, public bodies,
citizen organizations, SMEs, as well
as data science students at any level
of education. The project is creating

The SoBigData E-Infra

a new European e-infrastructure that
comprises virtual research environments for data scientists, large datasets in a unified format, and hundreds
of distributed, interoperable analytics
and visualisation services, accessible
through common interfaces.
THEMATIC CLUSTERS
SoBigData builds on the expertise
and recent advances in e-Infra-structures, relevant European data infrastructures, and seven established
national infrastructures and data

centres organized in the following six
thematic clusters arising from different research fields of social mining
and big data analytics:
text and social media mining - TSMM;
social network analysis - SNA;
human mobility analytics - HMA;
web analytics - WA;
visual analytics - VA;
social data - SD.
THE INTEGRATION OF NATIONAL E-INFRA
The following national infrastructures
are integrated:
SoBigData.it,
the knowledge
infrastructure
of the European
Laboratory on
Big Data Analytics and Social
Mining, funded
by two institutes of CNR
and the University of Pisa,
offering data,
services
and
expertise
on
TSMM, SNA,
HMA, WA.
GATE Cloud, the cloud-based infrastructure for large-scale natural language processing and text mining
at the University of Sheffield, offering data, services and expertise on
TSMM.
IVAS, the server-based infrastructure
for Information Visualization and Visual Analytics at the Fraunhofer competence centre, offering data, services and expertise on VA.
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Alexandria, the infrastructure for
Web Science at Leibniz Universitaet,
offering data, services and expertise
on WA.

tics and models. This allows citizens
and local administrator to better understand cities and how to improve
them.

AALTO, the Sociophysics and Data
Mining laboratories at Aalto University in Helsinki, offering data, services
and competencies on SNA.

Well-being & Economy: Can Big Data
help us to understand relationships
between economy and daily life habits? Has there been a significant variation in price in the last few years?
How does poverty affect people sociability? We investigates the changes in people’s and companies behavior after the economic crisis and their
correlation. We also study the measurement of the real cost of life by
studying the price variation. We try
to correlate people well-being with
their social and mobility data, discovering that they change in poor areas.
This approach can potentially lead to
development of effective policies in
order to reduce internal and external
risks of the companies, leading to a
systematic improvement of well-being.

E-Gov.data, the centre at the University of Tartu curating the Estonian
e-government and e-health data, offering access and services to these
unique datasets over 10 years (SD).
Living Archive for Open Data, a
search engine for Open Data offered
by the Department of Sociology at
ETH Zurich (SD).
THE ETHIC OF SOBIGDATA
SoBigData has a strong ethical motivation. We are building an ecosystem
where protection of personal information and the respect for fundamental
human rights coexist with a safe use
of the same information for scientific
purposes of broad and central societal interest. Extreme care is taken in
all parts of the project and among all
consortium partners not only to guarantee compliance with relevant laws,
regulations, and codes of conduct, but
also to prevent unethical outcomes of
the envisaged cutting-edge research
and applications by ongoing analysis
of the moral problems that pose constant challenges for law, regulation
and governance of information technology. SoBigData pursues the views
that EU is developing on Responsible
Research and Innovation, and it operationalizes the values that drive the
ongoing reform of the EU Data Protection legislation.
THE EXPLORATORIES
SoBigData RI manages vertical, thematic environments, called exploratories, on top of the SoBigData
infrastructures, to perform cross-disciplinary social mining research:

Societal Debates: By analysing discussions on social media and newspaper articles, in this exploratory we
study public debates to understand
which are the most discussed topics.
We can identify themes, following the
discussions around them and tracking
them through time and space.
How does people discuss on online
social networks? Who are online social network users that take part in
political debate? What is the structure of their social network? This Exploratory focuses on online debates
about discussing topics. By using data
from online social networks, it analyses people discussions about topics
that are relevant for society investigating who attends debates, how
people discuss, and what are their
social relationships compared with
those of people of different views.
Moreover analysing newspapers, the
exploratory studies the most relevant
topics and monitors how they are discussed by press.

City of Citizens: This exploratory tells
stories about cities and people living
in it. Data scientists describe those
territories by means of data, statis-

Migration Studies: We try to estimate flows and stocks from available
data in real time, by building models
that map observed measures extract-

ed from unconventional data sources
to official data. Since migration might
generate cultural changes on the local and incoming population, we evaluate the migrants integration in new
communities through social network
and retail data analysis. Furthermore,
SoBigData.it supports datajournalism
projects on migration.
Sports Data Science: This exploratory tells stories about sports analytics.
Sports data scientists describe performances by means of data, statistics
and models. This allows coaches, fans
and practitioners to better understand and boost sports performance.
THE CATALOGUE
Currently, SoBigData contains more
than 120 resources including methods and datasets published in its
platform and the number is growing
thanks to the collaboration between
the original partners and new organizations and users. The platform is now
reaching one thousand users which is
a good only the beginning for a young
platform which will see big improvements in the next year (thanks to the
dissemination and the integration of
new resources).
ASSOCIATE MEMBERS
SoBigData offers the opportunity to
become an associate member.
SoBigData associate members already include public governments,
companies, international organizations, academic institutions, and the
official statistics and data communities. Becoming SoBigData Associate
Member is completely free and includes a set of services provided by
SoBigData.

BECOME ASSOCIATE
If you are interested in becoming a SoBigData associate member, follow the link below. Becoming a SoBigData Associate
Member is completely free !
www.sobigdata.eu/
associatemember

5

How to do social science ethics in
the 21th century
David van Putten, TUDelft, Netherlands | davidvanputten@gmail.com
The digitised society we live in today
presents us with a complex collection of conflicting moral obligations.
In philosophy, such problems are often treated abstractly. In cases such
as the famous ‘trolley problem,’ moral
problems are presented as insuperable dilemmas, in which one is asked
(for example) whether to
flick a switch to save 5
people, while killing one.
What philosophy perhaps
does not do (enough) is
to look at these problems
as they unfold in practice.
Are the choices we have
to make in moral thought
experiments ultimately as
exclusive as they seem to be? And
what does this mean for how digital
ethics should be approached today
today?
SoBigData consortium member professor Jeroen van den Hoven (Delft
University of Technology), a philosopher by trade, is a member of the
European Advisory Group on ‘Digital
Ethics’, which tackles some of these
questions. This group of experts on
digital ethics is tasked with advising the European Data Protection
Supervisor (EDPS). Led by Giovanni
Buttarelli, the EDPS is an independent supervisory authority of the European Union which aims at protecting
the personal data and privacy of European citizens. The advisory group
produces regular expert reports on
matters related to digital ethics, including privacy and data protection,
artificial intelligence and, in an upcoming theme, the future of work.

THE ROLE OF TECHNOLOGY IN ETHICS: VALUE-SENSITIVE DESIGN

Although ethics cannot be replaced by
technology, the EDPS affirms the role
of technological innovations in ensuring that individuals’ digital rights are

protected. Prof. Van den Hoven calls
this ‘value-sensitive design’ (VSD),
which can be defined as the design
of technological artefacts — be they
physical objects, IT-infrastructures
or security protocols — in such a way
that they address the multiple ethical
commitments we as individuals face.

The problem in digital technologies
is that artefacts are far too often
one-sidedly designed. In the Netherlands, for example, a national discussion emerged over the use of ‘smart
meters’; gas or electricity meters
which provide digital data on these
utilities, allowing network operators
to monitor their usage at a distance.
The ostensible advantage to the individuals would be that they could
accurately measure their own energy usage, perhaps turning off some
appliances to save energy. Yet it was
suspected that companies were also
interested in using the energy data
for monitoring, perhaps selling this
information to third parties. — hence
the national uproar.
A value-sensitive design solution to
this problem would have been to address these problems in the design
phase of the smart meters. After all,
the meters could have been tailored
to address the privacy concerns of individuals in the first place, by shielding the more specific and sensitive
information from the network operators. This way, the dilemma between
efficiency on the side of network operators, the advantages to sustainability and the privacy of individuals is
resolved.

VSD IN SOBIGDATA

The central value-sensitive design dilemma facing social scientists today
is the tradeoff between utility and
privacy. The amounts of data at our
disposal has a tremendous amount
of utility, a potential for good in improving our understanding of how
societal systems and processes work. At the same
time, even well-intentioned research inevitably,
somewhere in its process,
comes to involve information that is about people,
or that can somehow, ultimately be traced back in
order to be about people.
Yet is this choice we must make ultimately an exclusive one? The question to ask ourselves is if we can conceive of ways in which the utility of
research can be achieved without the
privacy of people being put at stake.
Can we carry out large-scale analyses
of datasets without putting any individuals in the spotlight?
There is reason to believe we can. In
this respect, the privacy-preserving
methods developed by the partners
in SoBigData are exemplary: The City
of Citizens exploratory demonstrates,
for example, that it is possible to track
the movements of peoples, without
necessarily subjecting any individual
to unnecessary dangers.
The challenge of value-sensitive design for social science research is
thus to disentangle the conflicting
obligations we face as researchers.
This should not be seen as a restriction, but as an opportunity: Creative
solutions to the problems of the 21th
century are sought for and a great
way to make a name for yourself as a
researcher.
So ask yourself: What dilemmas are
up for resolving?
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FAIR First Aid to Responsible data
scientist
Francesca Pratesi, KDD Lab, ISTI-CNR, Pisa, Italy | francesca.pratesi@isti.cnr.it
SoBigData approach exemplifies the
basic idea of Responsible Research
and Innovation (RRI), that is given a
prominent role by the EU Commission in the Horizon 2020 Program.
Indeed, it aims at devising methodologies and tools that enable us to
arrive at data
science
solutions that are
demonstrably
in
accordance
with shared societal and moral values. For
this reason, it is
very important
that legal requirements and
constraints are
complemented
by a solid understanding of ethical views and
values such as
privacy and data
protection.
The General Data Protection Regulation (GDPR), which will enter into
force on 25th of May 2018, is the
most important source of law in Europe and it needs to be considered
when personal data is processed for
research. The overall aim of the Regulation is to protect individuals in their
fundamental rights and freedoms and
in particular to their right to the protection of their personal data. The
Regulation, while continuing old established principles, promotes new
features and also gives emerging
rules and principles. These principles require that personal data shall
be processed lawfully, fairly and in a
transparent manner (principle of lawfulness, fairness and transparency).
Also personal data shall be collected
for specified, explicit and legitimate
purposes and not further processed
in a manner that is incompatible with

those purposes (principle of purpose
limitation). Only personal data that
is adequate, relevant and limited to
what is necessary for the processing
purpose shall be processed (principle
of data minimisation). Personal data
also must be accurate and where

necessary kept up to date (principle
of accuracy). Personal data shall as
well only be stored as long as the processing purpose requires it (principle
of storage limitation). Additionally,
it is required that the integrity and
confidentiality of the personal data
is appropriately secured (principle of
integrity and confidentiality).
In addition to these principles, another pillar that guides the SoBigData consortium is the need to create
awareness. Knowing legal risks and
ethical issues enables data-driven
research based on more awareness
about possible ethical consequences.
Only relying on this premise, it is possible to unlock the immense potential
of big data analytics for both innovation and social good.
However, to a large extent, legal and
ethical issues relating to the use of
personal data in social science is still
a matter for specialists. Ideally, we

would like everybody involved in research based on personal data to be
aware and act with ethical and legal
considerations in mind. Therefore,
SoBigData, through the tools available in the platform, aims to bring
awareness and information to everyone involved.
This can be translated in the construction of a specific online course,
that aims to provide the basis of
the ethical issues
involving the managing of personal
data, especially regarding the access
and the use of the
SoBigData RI.
The course FAIR
(First Aid to Responsible
data
scientist) is accessible (through registration) at the
page
http://fair.sobigdata.eu/moodle/, and it covers an overview of the
main ethical problems, the definition
and the obligation of a data controller and the intellectual property
law. The plan provides for widening
the course offer, adding for example
modules specific on research purpose
and a summary of the main anonymization techniques. Each module has
associated a quiz composed of 6-10
(depending on the length of the module) multiple-choice questions. The
primary purpose of the quiz is to test
and increase the knowledge. Indeed,
there are no particularly tricky questions, but a general competence is
required. Moreover, for each (wrong)
answer, we provided an immediate
feedback, which explains the reason why the answer is incorrect and
makes available a link to the part of
the lesson that debates that question.
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Training activities in the SoBigData
project
Marco Braghieri, King’s College London, UK | k1346642@kcl.ac.uk
Training activities form an essential
part in the SoBigData project.
All the training materials we offer
have the goal of developing interactive learning environments, which
focus specifically on a hands-on approach in order to allow users to
experience directly the tools at the
centre of their training. Along with
interactive learning environments and tools,
partners have also developed
multimedia
environments in order
to aid users in their
learning process.
The training material
has been developed
for various recipients,
including
early-career
post-doctoral
researchers, data scientists,
humanities
researchers, PhD and
master students and
high-school students.

crowd sourcing and machine learning. Hands-on sessions were focused
on analysing content from social networks such as Twitter, blogposts and
other social media content.
The University of Tartu has developed a variety of materials regarding
data science for business applica-

es 14 different modules, ranging from
data mining and machine learning to
data analysis and visualisation, complex systems science and networks,
computational sociology and social
simulation, ethics, data journalism
and story-telling. Aside from module
materials, other tools and materials
have been developed within the SoBigData master program, including slides,
multimedia
content,
Jupiter Notebooks and
webpages on various
subjects such as R /
Python / Knime languages and platforms,
Jupiter notebooks and
materials
regarding
subjects such as mobility, consumer transactions, sports, ethics
and big data tools.

The L3s Research Center at Leibniz Universität Hannover has develKing’s College London
oped a tutorial focused
has developed interon extracting eventactive training envibased collections from
ronments for underweb archives. The tuAn example of the web archive event-based extractor developed by LUH
graduate and master
torial allows users to
students which are based on R and
tions. An entire course was created by
apply an extraction method capable
Python, two popular programming
TARTU, focusing on sales, marketing
of producing event-centric doculanguages focused on statistics and
and business operations by applying
ment collections from large scale
data elaboration. KCL has chosen to
statistical analysis and data mining
web archives. LUH organised it in six
develop materials using these two
techniques. Course materials include
different sections and made its code
environments as they allow to comlecture slides, exercises and video reavailable on Github. Moreover, the
bine instructions and interactive concordings. TARTU has also created a
algorithm which was used in order
tent, such as data, code, visualisation
specific lecture providing insight on
to create the collection extractor is
tools and maps, interactive elements
an open-source process mining tool
detailed in Extracting Event-Centric
and HTML content.
named Apromore, which allows large
Document Collections from Largeprocess model collections manageScale Web Archives, a paper by GerThe University of Sheffield has dement in order to process mining anhard Gossen, Elena Demidova and
veloped a training course based on
alytics.
Thomas Risse published in 2017 in
GATE, an open source software fo“Proceedings of the 21st Internationcused on text processing. The maThe University of Pisa, jointly with the
al Conference on Theory and Practice
terials created by USFD, which are
the Italian National Research Counof Digital Libraries” (a pre-print vera mix of lectures and hands-on sescil (CNR) has developed a whole suite
sion of the paper is available on arXiv).
sions, focus on various aspects such
of training materials among its SoBigas gathering data from social media,
Data master program, which compris-
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The calls for
Trans-national Access
Interact with the local experts, discuss research questions, run experiments on non-public
datasets and methods, present results at workshops/seminars.
PRE-REQUISITES
structure assets: big data sets, analytThe SoBigData project invites reGood understanding of social data
ical tools, services and skills.
searchers and professionals to apply
and, ideally, track record of prior soto participate in Short-Term Scientifcial data analysis projects
RESEARCH CENTRES
ic Missions (STSMs) to carry forward
Experience with using at least one of
Applications are invited for access
their own big data projects. These opmachine learning, natural language
at the following centres (infrastrucportunities are offered as part of Soprocessing, and/or complex networks
tures):
BigData’s Transnational Access (TNA)
algorithms
activities and calls for applications
Gate (Text and Social Media Mining),
will be opened every six months.
THE GOAL
University of Sheffield;
We welcome applications from indiThe goal is to provide researchers and
viduals with a scientific interest, proprofessionals with access to big data
SoBigData.it Pisa, Italy;
fessionals, startups and innovators
Fraunhofer IGD, Darmstadt, Gerthat may benefit from training
many;
in data science and social media
analytics. In order to apply you Up to 3500 euros per participant, to
UT University of Tartu, Estonia;
have to fill the Project Applica- cover all the cost incurred.
tion Form.
L3S Research Center / Leibniz
computing platforms, big social data
University Hannover;
Funding for a short-term scientifresources, and cutting-edge compuic mission (2 weeks to 2 months) is
tational methods.
Aalto University Finland;
available up to 3500 euros per participant (to cover the cost of daily subSTSM visitors will be able to:
ETHZ Zurich, Switzerland
sistence, accommodation, and EuroInteract with the local experts;
pean flights).
Discuss research questions;
The calls are published on the SoSTSM bursaries are awarded on a
Run experiments on non-public big
bigData website and the main social
competitive basis, according to the
social datasets and algorithms;
channels.
procedure described in the applicaPresent results at workshops/semition pack and eligibility criteria, and
nars.
based upon the quality of the applicant, the scientific merit of the proFor more info, please visit the
The STSM visits will enable multi-disposed project, and their personal
SoBigData website
ciplinary social mining experiments
(www.sobigdata.eu)
statement.
with the SoBigData Research Infra-

The Third call on Transnational Access. Visit period: June - November 2018. Up to 10 bursaries have been available in this call.
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Experiences from the first
TNA call
Prediction of next career moves from scientific profiles
Charlotte James, University of Bristol | charlotte.james@bristol.ac.uk
Host: SoBigData.it | Pisa, Italy
tive model. In the the first stage, we
used data mining to predict which
researcher will move in the next year
on the basis of their scientific profile.
In particular, we used logistic regres-

social features, such as the propensity
to collaborate with other institutions
(xenophillia) and the performance of
colleagues, are most important.

coefficient

Changing institution is a key decision
in a scientist’s career and plays an important role in education, scientific
productivity, and the generation of
scientific knowledge. Yet, our understanding of the factors influ0.5
encing a relocation decision is
very limited. Using the Amer0.4
ican Physical Society (APS)
publication dataset we investi0.3
gated how the scientific profile
0.2
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The dataset consists of all publications to APS journals from
1950 to 2009. Each paper in
the dataset provides a list of
authors, their affiliations and
the date of publication. Using
this information, we constructed career trajectories of scientists.
Ordering a scientist’s publications
by date, we obtained a list of date
and affiliation pairs for a scientist; a
scientist moves between institutions on the date of their
first publication with a new
affiliation. A career trajectory is thus the date-affiliation
pairs corresponding to each
move. Alongside relocations,
we used the dataset to construct scientific profiles of scientists, considering three main
aspects: the scientist’s recent
scientific career, the quality of
their scientific environment
and the structure of their scientific collaboration network.

To investigate the relocation decisions of scientists we designeddecisions of scientists we designed and
implemented a two-stage predic-

sion and decision tree classifiers, both
of which performed well with an accuracy of 0:84 and 0:82 respectively. From the classifiers we assessed

which features in the scientific profile
are most important for determining
whether a scientist will move in the
next year. Both models showed that

Using this information, in the
second stage, we predicted
which institution a scientist will
move to. We implemented a
novel social-gravity model; an
adaptation of the traditional
gravity model of human mobility to include the social features
identified in the first stage. In
this case, the social features
compared a scientist to their
new peers; scientists located at
each possible destination.

The output of the social-gravity model allowed us to rank all
possible destinations by the probability that a scientist would relocate
there; an institution with rank 1 is
the most probable destination. We
found that incorporating social features into the traditional gravity model resulted
in the true destination being
ranked within the top 10 most
probable destinations for 93%
of scientists; without the social features, this was true for
only 41% of scientists. The
insight gained from this work
provides us with a deeper understanding of the factors that
influence the migration decisions of scientists alongside a
general modelling approach to
describe migration dynamics.
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Influence of external news media to polarization in
online social networks
Matija Piškorec, Rudjer Boskovic Institute, Zagreb, Croatia
Host: Data Mining Group | Aalto University, Finland
Look at your social media feed and it
is very likely you will be mostly presented with the opinions that are
very similar to your own. This is not
accidental. In fact, social media services are designed to optimize user’s
engagement, and this is most effectively done by exposing users to information which aligns with
their preconceived biases and
preferences.
However, this leads to an increase of opinion polarization
among users, splitting them in
two or more distinct communities between which interaction
is minimal.

nity detection in the network of Facebook pages, and observes that users
usually interact with only one distinct
community of users which is an evidence of polarization. We decided
to use Twitter data instead of Facebook because it was already available
within Data Mining Group, along with

Polarization of opinions in society is a well studied sociological phenomena, although only
in recent years we have the
infrastructure to study it on a
large scale with data available
through online social networks.
An interesting research ques- Ideological polarization of users of online social network
tions is to what extent various Facebook. Image taken from the following article (related to
mediating factors, for example research conducted prior to Transnational access) [5].
external news media, contribute to polarization in online social media.
This article describes preliminary renecessary preprocessing of news mesearch on the influence of external
dia links contained in tweets.
news media on polarization in online
social networks which was conducted
Our aim was to investigate the influas a part of SoBigData Transnational
ence of external news media on poAccess visit to Aalto University, in
larization of Twitter users. This conApril and May 2017, in collaboration
tinues a line of research which was
with the Data Mining Group.
briefly described in one of the earlier
publications by the group [1], as well
A methodological challenge is that
a more recent new publication where
there is not a single measure for polarthey learn ideological leaning of Twitization, and in the case where ground
ter users using a Non-negative Matruth opinions of users are not availtrix Factorization [4]. They use their
able researchers use various structurmethodology to separate both users
al measures which quantify structural
and news sources in two ideological
properties of information cascades,
clusters which align very well with the
for example a Random Walk Controscores calculated using manual ideoversy score which was developed by
logical annotations. This indicates
the Data Mining Group [1]. Another
that users are highly polarized regardsimilar research [2] performs commuing news sources they cite, and tend

to cite sources that are ideologically
similar to them.
One of the potential future research
directions is to use this methodology
as a building block for recommending
ideologically diverse content, which
can have an effect of reducing polarization between users. As a way of
continuing this research we decided
to perform exploratory analysis of
tweets and news dataset in order to
generate useful hypothesis on how
does user engagement and selective
exposure correlate with polarization.
The goal in the long term is to focus
on methods that allow causal instead
of just correlational inferences [3].
[1] “The Effect of Collective Attention on Controversial Debates on Social Media”, Garimella,
Kiran and De Francisci Morales, Gianmarco and
Gionis, Aristides and Mathioudakis, Michael,
Proceedings of the 2017 ACM on Web Science
Conference, pages 43-52
[2] “Anatomy of news consumption on Facebook”, Schmidt, A.L., Zollo, F., Vicario, M.D.,
Bessi, A., Scala, A., Caldarelli, G., Stanley, H.E.,
Quattrociocchi, W., Proceedings of the National Academy of Sciences of the United States of
America, Volume 114, Issue 12, Pages 30353039
[3] “Feedback Effects Between Similarity and
Social Influence in Online Communities”, Crandall, David and Cosley, Dan and Huttenlocher,
Daniel and Kleinberg, Jon and Suri, Siddharth,
Proceedings of the 14th ACM SIGKDD International Conference on Knowledge Discovery
and Data Mining, KDD 2008, pages 160-168
[4] “Joint Non-negative Matrix Factorization
for Learning Ideological Leaning on Twitter”,
Preethi Lahoti, Kiran Garimella, Aristides Gionis, https://arxiv.org/abs/1711.10251
[5] “Modeling Peer and External Influence in
Online Social Networks”, Piskorec M., Antulov-Fantulin N., Miholic I., Smuc T., Sikic M.,
https://arxiv.org/abs/1610.08262
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Towards semantic indexing of Tweets with LOD concepts
Maciej Rybinski , University of Malaga, Spain | maciek.rybinski@lcc.uma.es
Host: GATE | University of Sheffield, UK
As micro-blog publishing gains importance, the information retrieval
methods based on word-by-word
indexing become insufficient. On the
other hand, modern word embedding methods offer semantically expressive word representations with
low-dimension vectors.

The evaluation of the quality of the
semantic distance metric (A) can be
performed either intrinsically or extrinsically. Intrinsic evaluation is focused on the ability of the system to
replicate human-produced scores of
the semantic distance (quantifiable
via correlation). Extrinsic evaluation
involves applying the semantic distance metric to a task, which depends
heavily
on
its
quality.
Specifically,
the
problem of KNN
classification
of texts has
been
used
(see [2]).

The main goal of the STSM (ShortTerm Scientific
Mission) was
to
evaluate
how semantic indexing of
tweets with
Linked Open
Data concepts
could be improved with
Another
vector-based
extrinsic
semantic repevaluation
resentations
approach is
of words.
Outline of the problem
based on measurDue to the lack of
ing the performance in tasks similar
dedicated benchmarks for tweet anto semantic indexing of tweets, e.g.
notation, the evaluation was focused
NED and ontology alignment.
on:
During the STSM we have created a
(A) the quality of the text-to-text sesoftware base, which enables execumantic distance metrics (which are
tion of the experiments (KNN, TREC
paramount to the task of semantic
SR, ontology alignment, NED), and a
indexing),
module, which serves as an interface
(B) performance in related tasks, e.g.
for calculating
Named Entity
semantic disDisambiguatances. New
tion (NED) and
document
ontology alignrepresenment.
tation
apGiven a vecproaches can
tor-based
be added easword represenily, together
tation model
with
corre(e.g. word2vec
sponding dismodels
[1]),
tance calculathe results of
(A) and (B) detion methods.
pend on how the vector representations of individual words are used to
Several approaches for representrepresent the entire documents and
ing documents and calculating the
how is the semantic distance calcusemantic distances have been imlated.
plemented within this framework,

ranging from the simplest (centroids
with cosine distance) to the more
elaborate, such as Word Mover’s Distance, WMD [2]. Most other strategies involve using different weighting
schemes for the centroid approach
(tf-idf, weighting inspired by Mahalanobis distance, etc.), but we have also
carried out experiments with kernel
distance [3].
Most of the experiments carried out
during the STSM were focused on the
KNN-based evaluation, which served
as a proof-of-concept for different
approaches. Ontology alignment and
NED experiments were done after
the conclusion of the STSM.
The results obtained from the evaluation suggest that there is no ‘silver
bullet’ solution, which would work
best across the full range of experiments, but simple (weighted) centroids with cosine distance performed
surprisingly well.
The KNN classification experiment
results suggest that vector-related
statistics can be used for term vector
weighting to achieve results similar
(in terms of quality) to those of tf-idf.
Our evaluation also shows that classic BOW and BM25 models work
well, especially for longer texts (‘the
oldest approach works best’ finding).
Additionally, WMD did not offer
much quality improvement, while being very slow in the KNN task.
[1] Mikolov, Tomas, et al. “Efficient estimation
of word representations in vector space.”arXiv
preprint arXiv:1301.3781 (2013).
[2] Kusner, Matt, et al. “From word embeddings
to document distances.”International Conference on Machine Learning. 2015.
[3] Phillips, Jeff M., and Suresh Venkatasubramanian. “A gentle introduction to the kernel distance.”arXiv preprint arXiv:1103.1625
(2011).
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Better Life Initiative priorities on Twitter
Giuliano Resce , University of Roma 3, Italy | giuliano.resce@uniroma3.it
Host: GATE | University of Sheffield, UK
One of the most influential measures of well-being is the Better Life
Initiative (BLI), launched by the OECD
in 2011. Based on the framework of
Stiglitz et al. (2010), the BLI is composed of eleven topics: Housing, Income, Jobs, Community, Education,
0,85

0,75

0,65

0,55

0,45

0,35

The majority of analytic tools used in
this project are based on GATE (Cunningham et al. 2002), an open source
framework for Natural Language
Processing
(NLP)
developed by
the University of Sheffield,
and
the
social
media analysis toolkit
developed
within
it
(Maynard et
al. 2017).
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BLI topics from 30 May 2017 to 30
June 2017.

posite side, Russia, Greece and Spain
show losses in the composite BLI
when Twitter trends are considered.
These results are confirmed with both
global and local trends.
H. Cunningham, D. Maynard, K. Bontcheva, V.
Tablan, GATE: A Framework and Graphical Development Environment for Robust NLP Tools
and Applications, Proceedings of the 40th Anniversary Meeting of the Association for Computational Linguistics (ACL’02), Philadelphia,
July 2002.
D. Maynard, I. Roberts, M. A. Greenwood, D.
Rout, K. Bontcheva, A framework for real-time
semantic social media analysis, Web Semantics: Science, Services and Agents on the World
Wide Web (2017).
V. Patrizii, A. Pettini, G. Resce, The Cost of
Well-Being, Social Indicators Research (2016):
133(3), 985 1010.
J. E. Stiglitz, A. Sen, J. P. Fitoussi, Report by the
commission on the measurement of economic
performance and social progress, Paris: Commission on the Measurement of Economic Performance and Social Progress (2010).
UNDP Human Development Report, United
Nation Development Programme, Nairobi, Kenia (1996).
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The Twitter
trends are
used to build
Figure1: the relative priorities of the whole Twitter community
two different
Environment, Civic engagement,
composite BLIs. The first is based on
Health, Life Satisfaction, Safety, and
the general trends on the whole dataWork-Life Balance. Recently, several
set, and reflects the relative priorities
Composite Indices (CIs) based on the
of the whole Twitter community (FigBLI have been presented (Patrizii et
ure 1). The second is based on the naal. 2017), but none of them has taktional Twitter trends, estimated using
en into account the relative appreciathe geo-lotions in the aggregation.
calizations 0,95
a s s o c i at e d
Nowadays the largest collection of
with tweets, 0,85
information about society available is
and reflects 0,75
in social media (Maynard et al. 2017).
the relative
0,65
appreciaThe aim of my experience funded by
tions of us- 0,55
the Transnational Access is to estiers located 0,45
mate the societal relative appreciain the coun0,35
tions of the eleven topics of the BLI,
try (Figure
0,25
using the importance (the volume
2).
of trends) that these topics have on
large-scale collections of daily Twitter
Prelimiposts. Then we propose a composite
nary results
Composite BLI Country-level Twitter Frequency
Composite BLI using Equal Weights
BLI based on the weighted average of
show that
Figure 2: the relative appreciations of users located in the country
country-level performances in each
relative gains
topic (estimated by the OECD) in rewhen Twitter
lation to the relative importance that
trends are taken into account are in
the topic has on Twitter. As a pilot
the composite BLI of Scandinavian
experiment, we have collected and
countries, South America, Australia,
processed a set of tweets related to
New Zealand, and Turkey. On the opComposite BLI General Twitter Frequency
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Multiple Aspect Mobility Data Analytics
Prof. Vania Bogorny, Univ. Federal de Santa Catarina, Brasil | vania.bogorny@ufsc.br
Host: SoBigData.it | Pisa, Italy
The knowledge about people habits
and their life profile is of great value
for smart city planners, public transportation administrators, government
services or companies. While for decades the usual approach to discover
and measure the population profiles
was through human surveys, nowadays, in the era of big data, we can
infer much knowledge and the real
behavior about people from their everyday movement. In fact we are living the era of movement tracking and
mining, where huge volumes of data
about our daily
lives are being
collected
and
stored in several
data sources and
formats.
The movement
of an individual in pioneering works was
represented as
a
space-time
track, as shown
in the top figure,
now, ten years
later, it became
a multiple and
heterogeneous
n-dimensional track, as shown in the
bottom figure. This new kind of data
is called Multiple Aspect Trajectory,
and poses several research challenges, that are the focus of our current
European Research Project MASTER,
funded by the H2020 MSCA RISE, in
partnership with ISTI-CNR.
So far, mobility data have been analyzed over a single aspect or single
point of view, and this analysis is very
limited, since the way people move
and their behavior patterns are directly influenced by the different aspects that involve movement.
Multiple Aspect trajectory data
analysis was the main topic discussed
during the transnational visit to HPC
lab in Pisa (supported by the project
SOBIGDATA), thanks to the datasets

that were available and that represented a basic step to understand the
data for multiple aspects trajectories.
From the discussions with ISTI-CNR
researchers resulted several challenges that are being addressed by our research group:
Multiple Aspect Trajectory Representation and Modelling: the first
challenge is how to integrate all aspect information into a single trajectory representation, since each aspect may correspond to different data
types and data structures.

and which do not only give a similarity score to express how similar two
trajectories are but in which aspects
they are more similar.
During my transnational visit to ISTI-CNR, we concluded that text
mining techniques as word2vec and
doc2vec are very promising to address multiple aspect similarity.

Raw trajectory and multiple aspect trajectory

We have analyzed the mobility datasets showing that co-clustering
techniques seem to be very promising
for two research directions. First, to
group users with similar multidimensional trajectories to find a multiple-aspect trajectory similarity matrix, and the features may represent
the aspects in which two trajectories
are more similar. Second, co-clustering may be useful for generating
ground truth datasets for evaluating
new trajectory similarity measures, as
it groups the most similar trajectories
into clusters.

Feature Extraction: considering that
multiple aspect trajectories may have
several aspects, and each aspect has a
large number of attributes with different structures and formats, new and
efficient algorithms must be developed for trajectory segmentation and
feature extraction. The algorithms
should handle different aspects and
different segmentation forms, avoiding trajectory feature recomputation,
mainly when dealing with big trajectory databases.
Similarity Analysis and Data Mining:
similarity measures and data mining
algorithms do not yet consider all
three dimensions (space, time and
semantics) or are still limited to raw
trajectories. There is a need for similarity measures that are not limited
to a predefined set of dimensions,

New data mining algorithms are
needed to find more complex patterns than a group of objects moving
together in space and time or that
visit similar places. Algorithms
should
infer
if the objects
moving together
have a relationship, how much
moving objects
are aware of
each other in the
group, and how
the movement
of a single individual influences
the group.

14

SOBIGDATANEWSLETTER - www.sobigdata.eu
Experiences from the first TNA call

Lempel-Ziv with Integer Coders
Dominik Koeppl , TU Dortmund, Germany | dominik.koeppl@uni-dortmund.de
Host: SoBigData.it | Pisa, Italy
Text compression is the task to transform a text into a compressed form
without losing information (i.e., the
original text can be restored). One of
the most common techniques applied
by text compressors is the Lempel-Ziv
77 (LZ) factorization. We are interested in devising a compressor with the
LZ factorization, since we believe that
it is possible to improve the performance of common text compressors
with a detailed analysis of the connection between the nature of the LZ
factorization and sophisticated integer coders.

Given a text T[1..n] of length n, an LZ
factorization of T of size z consists of
z factors F1 ... Fz=T such that, for every 1≤x≤z, (referencing factor) Fx is
equal to a substring starting before
the factor Fx, or (literal factor) Fx is a
character.
A referencing factor F refers to a
starting position, called referred position, of a previous occurrence of
F. Figure 1 visualizes the greedy LZ
factorization choosing always the
longest factor. Let us examine the
greedy factorization on the example
text T= abaabbaabba: Since the first
two characters appear nowhere beFactorization
fore, the factorization must put each
The LZ factorization is a partitioning
of these characters in a literal factor.
of a given text into factors. While
The third factor is a referencing factor
scanning a text sequentially, we reof length one that refers to the first
place substrings with references to
text position. The subsequent facprevious occurrences of the same
tor is also a referencing factor with
substrings. A substring that is rethe same referred position. Finally,
let us have a look at the
last factor: It refers to the
substring T[2..7] although
the factor covers T[6..11],
i.e., the factor overlaps
with its referred substring. This is actually a
desired property, as it allows for higher compression ratios. For instance,
we can factorize T=an
to a(1,n−1). Fortunately,
the reference (2,6) correFigure 1: An LZ factorization of the text abaabbaabba. A factor is sponding to this factor is
represented by a rounded box. Gray boxes represent literal factors,
also decodeable: We first
colored boxed represent referencing factors. A referencing factor has
a backward reference consisting of a pair (j,ℓ), where j is the referred decode T[6..9] by copyposition and ℓ is the factor length. An arrow emerges from the box of ing the characters from
a referencing factor pointing to its referred position. The final output T[2..5]. This restores the
consists of the literal factors and the references, which we here intercharacters T[6..7] that we
sperse to build a single string called the coding.
subsequently copy to restore T[10..11].
placed with a reference is called a referencing factor. Each remaining charOur Goal
acter is called a literal factor. The idea
What we study in the following is the
is that referencing factors represent
best way to store these factors in a
re-occurences that we can replace
compressed form. For that, we study
with a reference, i.e., an instruction
how to encode factors. The standard
for the decoder to restore the concoding scheme was introduced by
tents of the respective referencing
Storer et. al [Storer82], where a referfactor.
encing factor Fi with referred position

j_i is replaced with a pair (j_i,ℓ_i) such
that Fi=T[j_i..j_i+ℓ_i−1]. To store the
LZ factorization of T, we need:
-one integer for the rank of the character of a literal factor, and
-two integers for the length and the
referred position of a referencing factor.
The main problem is to minimize the
number of bits needed to store these
integers.
Compression Framework tudocomp
We can tackle this problem with the
help of the framework tudocomp
[Dinklage17]. It is a framework for
devising and evaluating compressors
and coders. The framework is written in modern C++14. It heavily embraces the C++ meta-programming
features. Thanks to that, it allows for
easy combinations of compressors
and coders. The current version already contains a compressor, called
lz77_lcp, that computes the greedy
LZ factorization. This compressor can
be parametrized by different coders.
For that, the compressor calls the
method encode of a coder with a value and the type of the value. By overloading this method with respect to
the type, a coder can treat each type
differently. The output of be lz77_lcp
can be optimized by replacing each
referred position with the distance to
the starting position of its respective
factor. These distances tend to be
smaller than the referred positions.
Choice of Coders
For this article, we examine a 200 MiB
prefix of the text collection pc-english of the Pizza&Chili corpus. A first
hint for selecting a good combination
of coders gives Figure 2 depicting the
histograms of distances and lengths
of the text collection pc-english.
We see that the distribution of the
lengths is monotonically decreasing
after the length ten. If we do not allow the LZ factorization to produce
referencing factors smaller than ten
(which can be set with the parameter
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threshold of the compressor lz77_
lcp), we obtain a new distribution
called cut lengths in the figure. The
idea is to devise a coder that encodes
legths with a universal code, whereas
it encodes literals and distances with
two separate statistical coders. The
coder slecoder of tudocomp goes one

step further and maintains different
statistical coder techniques for the
literal factors; it selects the coder of a
literal factor based on its two preceding factors (if any).
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The Tuscan Big Data Challenge
SoBigData for enterprises
The idea of the challenge is to build a bridge between the industry and the academia, offering the support of the SoBigData scientists.
The Tuscan Big Data Challenge is an
initiative devoted to Tuscan enterprises* interested in exploring the
potential of big data in improving the
production processes, their market
or their interaction with customers
and suppliers.
The idea of the challenge is to build
a bridge between the industry and
the academia, offering the support
of the SoBigData scientists in solving
problems and producing proof of
concepts to be further developed.
The main idea is that companies produce every day a lot of data through
electronic devices, technological
equipment, and sensor networks.

The analysis of such data can help
them to improve efficiency, predict
failures and reduce the number of
defective parts brought on the market. Furthermore, many companies
underestimate the fact that their
presence on the internet - through
the company website and social networks - produces data that, properly
collected and analyzed, can be useful
in predicting new markets and be
then more competitive.

The Tuscan Big Data Challenge
consist in the free involvement of
SoBigData.it laboratory, formed by
researchers of Tuscan universities
and research centers such as CNR
in Pisa, the IMT Studies Lucca, the
Scuola Normale Superiore, and the
University of Pisa.

The Tuscan Data Challenge gives
opportunity to all the Tuscan companies, that usually do not use their
data, to enter the world of Big Data
and exploit its potential.

Stay tuned on our social networks
to have news about the challenge!

* Including NPO (non-profit organizations), Public Authorities, Cooperatives,
Associations in general

Facebook: tuscanchallenge

The second edition of the Tuscan Big Data Challenge. The Evaluation Panel selected 4 SME.
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ANOMALY DETECTION ON
AUTOMOTIVE BIG DATA
F.M. Nardini, HPC Lab ISTI-CNR, Italy

Anomaly Detection (AD) is the identification of events or observations
which do not conform to an expected pattern in a dataset. In the case
of network data, an anomaly can
be an intrusion, in medicine a sudden pathological status, in sales or
credit card businesses a fraudulent
payment, and, finally, in machinery
a mechanical piece breakdown. Mechanical devices such as engines,
vehicles, aircrafts, etc., are typically
instrumented with several sensors to
capture the behaviour and health of
the machine.
In the last years, the High Performance Computing Laboratory (HPC
Lab, CNR http://hpc.isti.cnr.it) has
built a strong research and technological collaboration with the FCA research center based in Turin, Italy. The
collaboration relies on the application
of machine learning techniques to
solve the anomaly detection task. The
collaboration aims at overcoming the
limitations of the approach to Anomaly Detection used by FCA. The current process does not fully respond
to the requirements of FCA asking
for reduced time and cost for the
identification of the fault. Moreover,
the huge amount of data recorded
per day does not allow analysts for a
comprehensive and real-time analysis
and interpretation.
The HPC lab proposes to investigate
new anomaly detection techniques
based on deep learning, especially
tailored for time series data recorded by automotive sensors. As a preliminary experience, we developed
a novel infrastructure for detecting
anomalies on this kind of data. We
employ LSTM architectures to identify anomalies as they are the stateof-the-art approach for solving the

Anomaly Detection task on time series. Our preliminary results validated
on data provided by FCA consisting
on records from hundreds of sensors
coming from a fleet of 150 cars under pre-release testing, i.e., 40 GB of
data per day, demonstrate that this is
a promising direction to handle this
problem.

KIMAP: A ROUTING ASSISTANT FOR WHEELCHAIRS
P.Cintia, KDD Lab Isti-Cnr, Italy

Map matching is a fundamental task
to extract useful informations from
GPS data. Even though there are plenty of tools to match GPS data to road
network, dealing with GPS data not
related to cars could require a custom
implementation of a map-matching
algorithm. This is exactly the case of
Kinoa srl, a startup based in Florence
which is developing Kimap, a routing
assistant for wheelchairs. The goal
of Kimap is to exploit the travelling
experience of the wheelchairs community to provide useful insights to
wheelchair users, thus improving accessibility.
Kinoa already developed an app for
smartphone, relying on GPS and accelerometer sensors, to collect data
regarding wheelschair trips and corresponding solicitations (bad asphalt,
potholes, etc.) suffered by users. The
aim of Kimap is to provide to users
the informations extracted from such
dataset. In order to do this, they need
a map-matching algorithm tailored on
their domain. Kdd Lab (kdd.isti.cnr.
it) has a 10+ years experience in the
filed of GPS data, which includes the
study of state-of-the-art map-matching techniques. Within the collaboration with Kinoa, researchers of KDD
Lab proposed different algorithmic
solutions for building a road network
database to handle both data collection / retrieve processes. In particular,

the solutions discussed with Kinoa
have focused on the transformation
of raw GPS and accelerometer data
into road network data, with the goal
of associate solicitations suffered by
wheelchairs user to the corresponding road segments travelled. Such a
process is critical for Kinoa, since it
represents the key step to aggregate
collected raw data and, thus, to extract knowledge from that.

18

SOBIGDATANEWSLETTER - www.sobigdata.eu
Research Highlights

Structure of Ego-alter relationships
of Politicians in Twitter
Andrea Passarella, Ubiquitous Internet Group, IIT-CNR, Italy | a.passarella@iit.cnr.it
Many politicians, especially in the US
and in Europe, are nowadays adopting Online Social Networks (OSN),
and Twitter in particular, as an official
channel to communicate with their
constituency and the wider public in
general, and to maintain strategic relationships with other politicians, to
the point of impacting major political
events, such as the last three US presidential elections.
Even though previous studies identified differences in the use of Twitter
by politicians compared to generic
users, none of them considered the
analysis of “ego-alter ties”, i.e., the
set of social relationships that a given
user (the ego) maintains with other social peers (alters). Dunbar found
that OSN ego-alter ties have
the same structural properties
as ‘offline’ ego-alter ties (those
maintained through face-to-face
interactions). This indicates that
the use of OSN, including Twitter, may not substantially change
the size and pattern of our social
relationships, which are instead
limited by the “social cognitive
capacity” of the human brain.

the same limits that shape relationships established for social support.
Therefore, a goal of this work is to
quantitatively analyze whether politicians’ ego-alter networks show similar
features to generic users’ networks,
despite the different purpose of relationships for the two classes. Specifically, we analyzed the ego-alter networks of about 300 Italian MPs and
18 EU leaders, and compared them
with those of about 14,000 generic
users, who are neither politicians nor
public figures of any kind. Note that,
our analysis is data-driven, in the
sense that it is not based on detailed
models and parameters about politicians’ ego-alter networks. Thus, the

long time intervals, the ego-alter networks of politicians in Twitter show
a structure similar to those found in
other social environments, both online and offline. On the other hand,
when observed over shorter time intervals, these ego networks are not
stable over time: the online relationships of politicians in Twitter come
and go with a very high turnover, particularly for high-frequency relationships. This feature appears also for
generic users, and was previously observed in other studies on Twitter. In
offline social networks, high-frequency relationships usually correspond
to stable and intimate relationships.
Therefore, this confirms that Twitter
relationships are of a somewhat different nature when observed
one-by-one. However, our results also show, to the best of
our knowledge for the first time,
that when considering the entire
set of ego-alter relationships of
any given ego (politician or not),
it exhibits constraints very similar to those observed, in general,
in offline social networks.

In this work, we have analyzed
specifically the ego-alter networks of a representative set
of politicians (a large fraction
of Italian MPs and the most important European leaders on
Twitter). It is known already that
the Twitter relationships charac- Figure 1. Ego network model. The ego is the focal individual of the
teristic of politicians are quali- model. Alters are social contacts of the ego. Rings (R1-R5, from the
tatively different than those of innermost one to the outermost one) are non-inclusive groups of
generic users, as the former are alters with similar contact frequency. Circles (C1-C5) are inclusive
primarily meant for self-promo- groups. The typical hierarchical structure of human ego networks
tion and public signaling, and not contains five circles with sizes averaging 1.5, 5, 15, 50, and 150.
for establishing social support.
However, politicians still invest time
structural model we derive is entirely
and cognitive resources to maintain
driven by data analysis.
such relationships. Thus, we hypothesize that they could be constrained by
We found that, when observed over

Moreover, we hypothesize that,
for politicians in particular, online relationships are more related to the content that is exchanged between users and
exposed to the public than by
the need to exchange social
support. We find that, for the
analyzed politicians, a very significant percentage of relationships is created as a by-product
of discussions on topics (coded
in tweets with hashtags), and
much more so than is the case
for generic users.
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This article is an excerpt of the paper
Valerio Arnaboldi, Andrea Passarella, Marco
Conti, Robin Dunbar:
Structure of Ego-Alter Relationships of Politicians in Twitter. J. Computer-Mediated Communication 22(5): 231-247 (2017)

This work is developed in the context of Societal Debates exploratory in SoBigData. More
information can be found in www.sobigdata.eu

Figure 2. Stability (and instability) indices of ego network rings for EU Leaders, Italian MPs, and generic Twitter users. Jaccard index indicates the stability over
time of each ring, whereas the Jump index indicates the variability of the rings.
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Tweets, Twits and Twaddle: Fake
News and Online Abuse
Genevieve Gorrell, GATE, Sheffield University, UK | g.gorrell@sheffield.ac.uk
The GATE team at Sheffield University have recently been exploring two
key topics of interest in the area of
societal debates.
Fake news and misleading material
shared on social media, and its influence on political outcomes, is increasingly a focus for attention and
concern. We investigated this topic by reviewing websites that were
linked in our Brexit Tweet dataset of
13.2 million tweets, by 1.8 million distinct users, collected in
the run-up to the 2016
UK EU membership referendum. In this dataset, 480,000 users have
been classified according to their Brexit vote
intent. We found that:
-Linked material on
Twitter was mostly posted by those in favour of
leaving the EU.
-Mainstream news media had the most impact
in terms of number of
links tweeted, with alternative media and campaign sites
appearing to a much lesser extent.
-Of the 15 most linked mainstream
media, half were favoured by the
leave camp, with two of them very
much so. No mainstream media were
consistently cited by remain supporters.
-Among the sites that appealed to a
much greater extent to one camp or
the other, the leave sites had by far
the greatest impact in terms of number of appearances in tweets.
-Sites highly favoured by remain voters were dominated by explicit campaign sites.
-Those highly favoured by leave voters were dominated by mainstream
and alternative media, mostly foreign,
and including several extreme or untrustworthy sources.

The graph in the figure illustrates
some of these findings. Total number
of mentions of the domain appear
on the y-axis. Colour indicates “partisanship attention score”, or in other
words, the extent to which links to
the site were dominated by one camp
or the other. In the case that the domain is a mainstream news provider,
coloured spots at the bottom indicate
the stated Brexit stance of that medium.
In summary, the evidence from Brex-

it tweet domain linking suggests
that the conversation on Twitter was
dominated by the leave camp, with a
greater range of sources offering material appealing to them. This backs
up findings from other researchers
and feeds into a growing awareness
of the way social media are slanting
political outcomes. The Brexit Twitter
User Vote Intent resource is registered in the SoBigData catalogue, and
several tools that were used in this
work are available there.
The team have also been investigating online abuse towards politicians. Concerns have reached the
mainstream about how social media
are affecting political outcomes. One
trajectory for this is the exposure of
politicians to online abuse. We used
1.4 million tweets from the months

before the 2015 and 2017 UK general elections to explore the abuse
directed at politicians. Results show
that abuse increased substantially in
2017 compared with 2015. Abusive
tweets show a strong relationship
with total tweets received, indicating for the most part impersonality,
but a second pathway targets less
prominent individuals, suggesting different kinds of abuse are occurring.
Accounts that send abuse are more
likely to be throwaway.
Immigration was a major focus of abusive
tweets in 2015, whereas terrorism came to the
fore in 2017. This may
reflect the fact that the
decision to hold an EU
membership
referendum was a hot political
topic in the 2015 general election, which had
been seen as a factor
affecting immigration,
whereas in 2017 this
was a closed question,
as the referendum had been held and
the UK was committed to leaving the
EU. However, in the month leading up
to the 2017 general election, the UK
saw its two deadliest terrorist attacks
of the decade, both attributed to ISIS.
The processed data are available in the form of
a spreadsheet, “UK election abuse data”, in the
SoBigData catalogue.
This article is an excerpt of the paper
Genevieve Gorrell, Mark Greenwood, Ian Roberts, Diana Maynard and
Kalina Bontcheva:
Twits, Twats and Twaddle: Trends in Online
Abuse towards UK Politicians
http://www.icwsm.org/2018/program/accepted-papers/
https://arxiv.org/abs/1804.01498
This work is developed in the context of Societal Debates exploratory in SoBigData. More
information can be found in www.sobigdata.eu
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The Big Data and the process of
credit scoring
Elisa Letizia, Scuola Normale Superiore, Pisa, Italy | elisa.letizia@sns.it
Fabrizio Lillo, Università di Bologna, Italy | fabrizio.lillo@unibo.it
One of the main purposes of the
banking system is to provide credit to
firms and entrepreneurs having significant growth potential. However,
any financing operation entails some
risk that the borrower will not be able
to repay the debt. For this reason, an
important activity of the banking system, and nowadays of part of the FinTech industry, is to develop better and
better methods to assess the riskiness
of the borrowers, either corporate
or retail. This serves to select the
firms to which provide credit and
to find the better conditions of the
loan by taking into account the borrower’s risk. The advent of Big Data
is revolutionizing the process of
credit scoring, because being able
to aggregate more information,
even from unconventional sources
like blogs, social networks, satellite
images etc., and to build suitable
models for them provides a more
complete view of the business activity of a firm and therefore of its
potential risk.

firms and a (directed and weighted)
link is associated to each payment. A
representation of this network, pictorially representing the flow of money
in a significant fraction of the Italian
economy, is shown in figure.
Networks are acknowledged as the
interaction backbone of many complex systems, and many “stylized
facts” have been identified as com-

information on the credit risk of the
corresponding firm. We found that
small degree nodes (i.e. nodes with
few payment connections) are more
likely medium risk firms, whereas
large degree nodes are more likely
low risk firms. More importantly, we
identified an homophily of risk, which
means that there is a tendency of a
firm to interact with firms with similar risk. Thus the neighbours of a firm
provide information on its risk. Finally, we identified communities
in this large networks, i.e. subsets
of nodes more connected among
them than with the rest of the system, and we discovered that systematically such communities are
quite homogeneous in the risk profile of the composing firms.

All these identified correlations
between network topology and risk
can be exploited to build a predictor of the risk rating of a firm using
network properties alone. To this
end, we employed some machine
learning techniques (multinomiFirms do not live in isolation but
al logistic, classification trees, and
interact daily with other firms Representation of the payment network of Italian firms. neural networks) to build classifithrough payments, trade agree- Nodes are coloured according to risk, low (green), medium ers for risk rating whose inputs are
ments, joint enterprises, etc. It is (yellow), and high (red). The size of the node is proportional only network properties (e.g. detherefore interesting to investigate to the amount of payments.
gree, community, etc.). We found
whether the assessment of the risk
that our classification method has
of a firm can be improved by looking
mon characteristics of networks in
a good performance both in terms of
at the riskiness of the other interactdifferent systems. The investigated
accuracy and of recall and that outing firms. Scuola Normale Superiore
payment network shares most of
performs significantly other assign(Pisa, Italy) has access to a proprietary
them, being very sparse but almost
ments. In conclusion the tangled web
database containing all the payments
entirely connected, and having a
of payments among firms provides
between more than two million Italdense core of nodes (bow-tie strucimportant information to assess the
ian firms using the payment platform
ture) where more than a half of the
riskiness of individual firms.
of one of the most important Europetransactions occur. Finally the netElisa Letizia, Fabrizio Lillo, Corporate payments
an bank. Moreover the dataset conwork is small world, scale free, and
networks and credit risk rating. Preprint availtains information on the economic
slightly disassortative, i.e. very conable at https://arxiv.org/abs/1711.07677
sector and on the internal rating of
nected firms are more likely connectthe firm on a three value scale: Low,
ed to low connected firms.
This work is developed in the context of
Medium, and High risk. This data can
From the point of view of credit scorWell-being & Economy exploratory in SoBigbe conveniently represented by a
ing, it is important to know whether
Data. More information can be found in www.
sobigdata.eu
huge network whose nodes are the
the network properties of a node give
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Visual Exploration of Spatial and
Temporal Variations of Tweet Topic
Popularity
Siming Chen, Fraunhofer Institute IAIS, Germany | siming.chen@iais.fraunhofer.de
Topic mining is a common task in social media analysis. Extracting meaningful topics and understanding the
variation of their overall popularity
as well as the popularity at different
locations may be useful for observing
processes going on in the society.

actively test how the settings affect
the result.
-Event-Topic Distribution Computation. Each topic is characterized by
a probability distribution over all input documents, i.e., aggregated messages. From these distributions, we

Figure 1. The visual interface for topic popularity exploration: (a) event extractor, (b) topic popularity view, (c) spatial view, (d) topic list, (e) event content view.

in each burst event.
-Popularity Exploration. Analysts
can apply various visual components
shown in Fig. 1 to interactively explore the popularity variation of topics across the extracted events.

Figure 2. Popularity variation of three topics during the Brexit referendum
period. The columns correspond to extracted burst events. Each column is
composed of words representing the topics; each topic is represented by
its most significant keyword. The keywords are ordered from top to bottom
according to the topic popularity ranks.

derive the topic probabilities for the
The figures 2 and 3 demonstrate
We have developed a visual analytics
burst events, which involve subsets
examples from exploring a set of
approach to analysing topic populariof the input documents. Furthermore,
340,000 tweets posted in Great Britty variation across different locations
based on the number of the original
ain in relation to Brexit (i.e., having
and time periods. Our tools enable
messages associated with each topic,
‘brexit’ in the texts or hashtags) in the
joint consideration of three aspects:
we compute topic popularity scores
period March 1, 2016 - October 29,
spatial, temporal, and seman2017.
tic (i.e., themes and meanings
This article is an excerpt of the paof the messages). The analytiper :
cal workflow includes the folS. Chen, J. Li, N. Andrienko, G. Anlowing components:
drienko
-Topic Extraction. We utilize
TopicWave: Interactive Visual Analytics of Spatiotemporal Topics DisLDA (Latent Dirichlet Allotribution of People’s Reactions to
cation) to extract topics. As
Events from Geo-tagged Social Methe original messages are too
dia.
short for reliable topic exAGILE 2018 proceedings.
traction, we aggregate them
by hashtag and time.
This work is developed in the context of Societal Debates exploratory
-Burst Event Identification.
in SoBigData. More information can
We extract burst events from
Figure 3. Popularity variation of the topic `Scotland’. (a) Topic popularity be found in www.sobigdata.eu
time series of tweet counts in
trend across the extracted events. (b-c) Semantic information (keywords) of
different locations. This operthe events occurring in different cities. (d) Geolocation of the cities.
ation involves several parameters, and the user can inter-
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SWAT: A System for Detecting
Salient Wikipedia Entities in Texts
Marco Ponza, Dep. of Computer Science, University of Pisa, Italy | marco.ponza@di.unipi.it

INTRODUCTION
PROBLEM

TO

THE

The problem of detecting salient
information in texts has been addressed in the past years from a large
number of researchers, resulting in a large number of software systems that address the
so called keyphrase extraction.
These systems aim at detecting keyphrases that are salient
for the input document and are
identified through its lexical elements, such as words tagged
with specific part-of-speech
labels or that belong to a fixed
dictionary. Unfortunately, keyphrase extractors commonly incur in several limitations
which have been properly
highlighted in previous scientific papers: for example, their
interpretation is left to the
reader, infrequent keyphrases
go undetected and, by working at a pure lexical level, these
systems are unable to detect
the semantic equivalence between two keyphrases.
Given these limitations, in our
work we tried to introduce
some semantics into the salient
representation of documents
by taking advantage of the advances
in the design of entity linking systems.
The key idea underlying those approaches consists of detecting from
the input text salient unambiguous
entities (as opposite to keyphrases)
which belong to a Knowledge Base
(such as Wikipedia and Freebase).
Since those entities occur as nodes
in a graph, new and more sophisticated methods can be designed in order
to achieve better solutions for many
well-known problems that have been
formulated over different domains.

OUR SOLUTION: SWAT

In our work we have proposed a new
system called SWAT (Salient Wikipe-

dia Annotation of Text), which constitutes the state-of-the-art in detecting
salient Wikipedia entities occurring in
an input text. The software architecture of SWAT relies on a pipeline that
Input Document

Document Enrichment

Tokenization

Sentences

TextRank
Sentence
Ranking

Ranked Sentences

Named Entity
Recognition

CoreNLP
POS Tagging

Dependency
Parsing

Coreference
Resolution

Mentions

WAT

Word2Vec

Entity Linking

Entity2Vec

Entities

Relatedness

DeepWalk

Entities
Jaccard-Relatedness
Scores

Embeddings
Cosine Similarities

POS Tags
Dependency Relations
Coreference Chains

Feature Generation
● Standard
○ Entity-Frequency
○ Positions
○ ...

● Syntactic
○ Dependency
Relations
○ Sentence Ranks
○ ...

● Semantic
○ Coherence
(ρ-score)
○ Relatedness
○ ...

● Word2Vec
○ Embeddings
○ Cosine(Entity,
Words)
○ ...

Entity Feature
Vectors

Entity-Salience Classification

Salient Wikipedia Entities

Three-module architecture of SWAT.

is organized as shown by Figure 1.
Given an input document, the Document Enrichment module annotates
it with proper syntactic, semantic and
latent features that are automatically
extracted through the deployment of
four different software components:
(i) CoreNLP, the well-known NLP
framework to analyze the grammatical structure of sentences, is used
to extract the morphological information coming from the dependency
trees built over the sentences of the
input document; (ii) WAT, one of the
best publicly available entity linkers,
is used to annotate the text with
proper Wikipedia entities and to build
an entity graph for weighting the im-

portance of these entities and their
semantic relationships; (iii) TextRank,
the popular document summarizer,
is used to return a keyphrase score
for each sentence of the input document; and (iv) Word2Vec, the
continuous vector space representation of words and entities
captured via properly trained
deep neural networks, is used
to enrich the entity graph of
point (ii) with distributional latent features. Subsequently,
the Feature Generation module dispatches the enriched information generated from the
previous phase to a number of
other components in order to
map each entity into its proper
vector of features, which significantly expands the ones investigated in previous papers.
Finally, these feature vectors
are given in input to the Entity
Salience Classification module
that leads to discriminate entities into salient and non-salient.
As a proof of concept, we have
released SWAT through a public
web service whose GUI is available at https://swat.d4science.
org. It is also possible to deploy our
system via a fully documented RESTlike
interface
(https://sobigdata.
d4science.org/web/tagme/swat-api)
which can be automatically queried
via a simple JSON format.
This article is an excerpt of the paper
Marco Ponza, Paolo Ferragina, Francesco Piccinno:
SWAT: A System for Detecting Salient Wikipedia Entities in Texts
h t t p s : // l i n k . s p r i n g e r . c o m / c h a p ter/10.1007/978-3-319-59569-6_53
arXiv:1804.03580
This work is developed in the SoBigData context. More information can be found in www.
sobigdata.eu
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Research and Innovation @ ETHZ
Tian Guo, ETH Zurich, Switzerland | tian.guo@gess.ethz.ch
Antulov-Fantulin Nino, ETH Zurich, Switzerland | nino.antulov@gess.ethz.ch

GENERALIZED
DISMANTLING

NETWORK

The functioning of many socio-technical systems depends on the ability of
its subcomponents or nodes to communicate or interact via its connections. By removing or deactivating a

strategy to real-world problems such
as epidemic spread or criminal and
corruption networks.
[1] Ren Xiao-Long, Niels Gleinig, Dirk Helbing,
and Nino Antulov-Fantulin. “Generalized Network Dismantling.” preprint arXiv:1801.01357
(2018).
[2] Ren Xiao-Long, Niels Gleinig, Dijana Tolić,

weights represent interaction time
delays along edges.
We show the equivalence between
the time respecting paths (shortest
paths) on the constructed weighted
networks and the propagation times
of spreading dynamics.
[3] Dijana Tolic, Kaj-Kolja Kleineberg, Nino Antulov-Fantulin, “Simulating SIR processes on
networks using weighted shortest paths.” preprint arXiv:1612.08629, accepted at Scientific
Reports

Figure 1: Illustration of dismantling a network into two disconnected parts through removing a set of
nodes (a) or removing a set of links (b), when the cost of removing a node or link is considered. The size
of a node is proportional to its removing cost. The red node in panel (a) and the dash line in panel (b) are
the set of nodes and links that will be removed according to ref. [1] and ref. [2], respectively.

specific set of nodes, a network structure can be dismantled into isolated
subcomponents, thereby disrupting
the malfunctioning of a system or
containing the spread of misinformation or an epidemic. Finding an
optimal subset of nodes in a network
that is able to disrupt the functioning
of a corrupt or criminal organization
is still one of the open problems in
modern network science. Recently,
we propose a generalized network
dismantling (GND) framework [1],
which can take realistic removal costs
into account such as the node price,
protection level or removal energy. In
addition, for the case the removing
a specific set of links is possible, we
propose a simple and efficient edge
removal strategy [2] to minimize the
attack cost. The proposed methods
are applicable to large-scale networks
with millions of nodes. It outperforms
current state-of-the-art methods and
opens new directions for understanding the vulnerability and robustness of
complex systems. We discuss applications of this cost-efficient dismantling

and Nino Antulov-Fantulin. “Underestimated
cost of targeted attacks on complex networks.”
Complexity 2018 (2018).

SIMULATING SIR PROCESSES ON NETWORKS USING
WEIGHTED
SHORTEST
PATHS

We propose how to exactly transform
the Susceptible Infected Recovered
(SIR) spreading dynamics to a shortest path problem on an ensemble of
weighted networks using a Monte
Carlo approach [3]. In this framework,

LEARNING BITCOIN PRICE
FLUCTUATIONS VIA BUY
AND SELL ORDERS

Bitcoin is the first decentralized digital cryptocurrency, which has showed
significant
market
capitalization
growth in last few years. It is important to understand what drives the
fluctuations of the Bitcoin exchange
price and to what extent they are predictable.
In this work, we study the ability to
make short-term prediction of the exchange price fluctuations (measured
with volatility) towards the United
States dollar by using the data of buy
and sell orders collected from one of
the largest Bitcoin digital trading offices in 2016 and 2017. We construct
a generative temporal mixture model
of the volatility and trade order book

Figure 2: The propagation time from the source node to any other node is equal to the shortest path
length in a weighted network (color coded). The dotted line represents edges with infinite edge weight.
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closed, proprietary, privacy-intrusive
and discriminatory. In contrast, the
Planetary Nervous System is an open,
privacy-preserving and participatory
platform designed to be collectively
built by citizens and for citizens.

Figure 3: Temporal mixture model for volatility prediction. A top example: in order to predict the
volatility denoted by the red target in the top panel, two component models respectively consume
historical volatility (i.e. in the blue area) and order book features extracted from order book snapshots. Gate model utilizes both historical volatility and order book features to learn mixture weights
on component models. The prediction is obtained by weighted sum of component predictions.

Nervousnet is enabled by the Internet of Things technologies and aims
at seamlessly interconnecting a large
number of different pervasive devices, e.g. mobile phones, smart sensors,
etc. For this purpose, several universal
state-of-the-art protocols and communication means are introduced. A
novel social sensing paradigm shift is
engineered: Users are provided with
freedom and incentives to share, collect and, at the same time, protect
data of their digital environment in
real-time. In this way, social sensing
turns into a knowledge extraction
service of public good. Figure 5
shows the architecture of Nervousnet system.
The social sensing services based on
Nervousnet can be publicly used for
building novel innovative applications. Whether you would like to detect an earthquake, perform a secure
evacuation or discover the hot spots
of a visited city, Nervousnet makes
this possible by collectively sensing
social activity of participatory citizens.

Figure 4: Evaluation results. Top panel: true values and predictions of two sample testing periods.
Bottom panel: mixture weights of components respectively on historical volatility and order book
features. It is observed that order book contributes more to high volatility with large gate values.

data, which is able to outperform
the current state-of-the-art machine
learning and time series statistical
models [4]. With the gate weighting
function of our temporal mixture
model, we are able to detect regimes
when the features of buy and sell orders significantly affects the future
high volatility periods. Figure 4 illustrates our model with a toy example.
Furthermore, the model enables to
gain insights into dynamical importance of specific features from order
book such as market spread, depth,
volume and ask/bid slope to explain
future short-term price fluctuations,
as is demonstrated in Figure 4.
[4] Guo Tian, Antulov-Fantulin Nino. “Predicting

short-term Bitcoin price fluctuations from buy
and sell orders.” preprint arXiv:1802.04065,
2018.

[5] Pournaras, Evangelos, et al. “Engineering
democratization in internet of things data analytics.” Advanced Information Networking and
Applications (AINA), 2017 IEEE 31st International Conference on. IEEE, 2017.
This work is developed in the SoBigData context. More information can be found in www.
sobigdata.eu

NERVOUSNET:
A DISTRIBUTED
MIDDLEWARE
SOFTWARE FOR
SOCIAL SENSING

Nervousnet system is a
large-scale distributed
research platform that
provides real-time social sensing services as a
public good [5]. Existing
Big Data systems threaten social cohesion as
they are designed to be

Figure 5. Architecture of Nervousnet
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Online discussions, echo chambers,
and roles of social-media users
Aristides Gionis, Aalto University, Finland | aristides.gionis@aalto.fi
A recent study of more than 2.7 billion tweets between 2009 and 2016
confirms that Twitter users are exposed to political opinions that agree
with their own. This is the first study
to characterize echo chambers by
both content and network structure.
The findings indicate that there is a
large correlation between the leaning of the content produced and consumed: echo chambers are real on
Twitter.

user roles are noticeable: (i) Partisan
users who both consume and produce
content with only single-sided leaning, and they enjoy a high appreciation measured by both network and
content; (ii) Gatekeepers who have a
central role in the formation of echo
chambers, as they consume content
with diverse leaning but choose to filter out information and also produce
content with only single-sided leaning; (iii) Bipartisan users who produce
content with both leanings, trying to
bridge the echo chambers, but they
are less valued in their networks than
their partisan counterparts.

well embedded in the Twitter community. Finding and connecting the
gatekeepers would help spread information to both sides, even though
they are more challenging to identify
than the partisan users.

Gatekeepers are a small group of
users who have higher than average
network centrality and are not that

This work is developed in the context of Societal Debates exploratory in SoBigData. More
information can be found in www.sobigdata.eu

The price of being bipartisan was
studied for the first time on social
networks. Producing content that
expresses opinions aligned with both
sides of the political divide has a price
in terms of various aspects including
network position, community connections, and content endorsement.
In other words, the content produced
by bipartisan users
receives
less
attention
by
other users,
e.g., their
tweets
are shared
less in the
network.

The hypothesis of the study is that
an echo chamber exists if the leaning
of the content received by Twitter users agrees
with the
leaning of
the content they
share. An
opinion
“e c h o e s ”
back
to
the user
when
it
is
being
shared
by
othFor
all
ers in the
the data“chamsets, the
ber”, that
researchis,
the Distribution of production and consumption content leaning for a political (left) and a non-political (right) topic. High correla- ers pers o c i a l tion for the political topic indicates the presence of an echo chamber.
formed
network
simple
around the user.
means to remove bots, ensuring that
Researchers from SoBigData in
the accounts are at least one year old
As shown in the figure, when the
Aalto University, and colleagues in
at the time of the data collection, and
discussion revolves around political
the University of Helsinki and Qatar
checking their friends and followers.
topics, the leanings of produced and
Computing Research Institute, built
The study was presented in the Web Conferconsumed content for Twitter users
machine-learning algorithms to preence 2018 in Lyon, France.
is highly correlated. This means that
dict the roles of the users in several
Citation: Kiran Garimella, Gianmarco De Franusers tend to consume content with
datasets. They were able to predict
cisci Morales, Aristides Gionis, Michael Mapolitical leaning aligned to their own.
partisan users with close to 80% acthioudakis. “Political discourse on social media:
echo chambers, gatekeepers, and the price of
However, for non-political topics the
curacy and gatekeepers with 70% acbipartisanship”, The Web conference, WWW
correlations are low to non-existent.
curacy.
2018
Additionally the study aims to identify different roles of Twitter users in
the political discourse. Three Twitter
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PRUDEnce: a System for Assessing
Privacy Risk vs Utility in Data Sharing Ecosystems
Francesca Pratesi, KDD Lab, ISTI-CNR, Pisa, Italy | francesca.pratesi@isti.cnr.it
The utilization of human data in several services is getting increasingly
common, but at the same time, raises
concerns on leakage of personal information or re-identification.
In Europe, policy-makers have responded with an update to the data
protection legislation, replacing the
Data Protection Directive with a
General Data Protection Regulation (GDPR). The GDPR responds to
privacy and data protection threats
associated with new data practices
by strengthening protections
for
individuals. While this
change is welcome,
corporate actors have
struggled to develop the expertise that would
enable them to
use data to develop innovative
services, or to
generate the expected efficiencies associated with big data. Thus, it
is necessary to enable knowledge discovery from raw data by setting the
data free, i.e., organizations need to
exploit the advantage analyzing available big data while preventing privacy
violations, which may result in negative economic and social impacts.
In our vision, in order to increase the
practical impact of (already existing
or ad hoc) privacy-preserving techniques, and making them effectively
applicable on large scale, we need
a framework enabling a systematic
reasoning on the trade-off between
privacy protection and data quality (a
goal that is often underestimated by
classical privacy techniques). To this

end, the framework PRUDEnce was
developed [1]. PRUDEnce is a system
for assessing individual privacy risks
and data utility of a specific dataset,
which enables the balancing between
data protection and data quality. Privacy protection is measured in terms
of probability that each specific user
is re-identified in the released dataset
and data quality is measured in terms
of amount of information preserved.
PRUDEnce is designed for assisting responsible organizations in the

sharing of personal data preventing
privacy violations and helping them
to consciously choose the proper anonymization method and, possibly,
apply it only on the portion of risky
data.
In this complex context, PRUDEnce
enables a privacy-aware data sharing
ecosystem (see Figure), which permits
a Data Provider (DP) to share data
about its users with a Service Developer (SD) after exploring the risks and
quality of all possible preprocessing
and selecting the one compatible
with its privacy expectation (potentially applying privacy transformations to mitigate the privacy risk). The
proposed system is general and sim-

ply requires the implementation of
privacy measures for the risk assessment and of privacy-preserving transformations for the risk mitigation.
In this sense, PRUDEnce can provide
a practical support to be compliant
with some legal advice and obligations. Indeed, in the GDPR (and in
particular in Article 35) one can find
references to the Data Protection Impact Assessment (DPIA), which is a
process that, taking into account the
nature, scope, context and purposes
of the processing, enables the
assessment of
the impact of
the
envisaged
processing operations on the
protection
of
personal data.
Our
privacy
risk assessment
methodology
can help covering a big part of
the DPIA, i.e.,
the one related
to the privacy risk.
PRUDEnce has been validated in different contexts, from the sharing of
location and movement data [1,2], to
transactional data [3,4] and mobile
phone data [4].
[1] F. Pratesi, A. Monreale, R. Trasarti, F. Giannotti, D.Pedreschi, T. Yanagihara. PRUDEnce:
a System for Assessing Privacy Risk vs Utility in
Data Sharing Ecosystems. TDP, to appear.
[2] R. Pellungrini, L. Pappalardo, F. Pratesi, A.
Monreale. A data mining approach to assess
privacy risk in human mobility data. ACM TIST
9 (3), 31.
[3] R. Pellungrini, F. Pratesi, L. Pappalardo.
Assessing Privacy Risk in Retail Data. PAP @
ECML PKDD 2017.
[4] F. Pratesi, A. Monreale, F. Giannotti, D. Pedreschi. Privacy Preserving Multidimensional
Profiling. GOODTECHS 2017.
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There’s a Path for everyone
Riccardo Guidotti, KDD Lab, University of Pisa, Italy | guidotti@di.unipi.it
The avalanche of mobility data daily produced by each user through
mobile devices enables personalized
mobility-services improving everyday life. The base for location-based
mobility-services like recommender
systems, personalized journey planners, car-pooling systems, etc. lies on
the predictability of human behavior.
Every individual systematically repeats a small set of actions such as
visiting a limited number of places.
Thus, the first step towards a good
mobility service is a good mobility
predictor. Predicting the destination
location, or the movement along a
trajectory is a problem already addressed in literature. However, predicting the mobility agenda containing all the positions of the user for the
whole day is a much more complex
problem.

ible and adaptable RAMA is on real
datasets of private users in Rome,
London, Boston and Beijing having
very different behaviors. RAMA out-

ratio (left) follows a skewed right normal distribution, and the scatter plot
(right) verifies that the highest density
area is close to the origin of the axes.
Hence, with respect to personal perspectives, most of the users are returners, i.e., they frequently visit and
moves among a restricted and short
ranged set of locations and, considering only the regular ones does not
impact the radius of gyration.

RAMA can be extended in order to
work also with multimodal movements (cars, bike, foot, etc.) by using
traces and modes from services like
Google Location History. Moreover,
Figure 1: example of mobility history (a) and RAMA the agenda reproduction agenda is
model (b)
only an example of the applications
enabled by RAMA. RAMA also repperforms naive predictors and typiresents a way to compress the percal predictors used in the literature.
sonal mobility of a user maintaining
RAMA can be instantiated in differthe real semantic of the locations and
Our solution is RAMA, Routinary Acent ways varying the time extent
movements. Exploiting RAMA into a
tions Mobility Agenda. RAMA is comof the agenda. With respect to the
simulator engine such as SUMO or
pletely unsupervised and adaptive to
reproduction task, RAMA markedly
MATsim can enable these systems
different users and mobility scenarimprove its performance by taking
to re-create accurate reproductions
ios. RAMA first exof the reality not only
tracts the user’s perat individual level, but
sonal mobility model
also at the collective
and then it uses this
level, providing more
model to reproduce
realistic baselines for
the user’s personal
application scenarios
mobility agenda. The
or what-if analyses.
agenda
represents
Another application
the predicted posiof RAMA can be the
tions where the user Figure 2: relationship between the radius of gyration of set of users and their radius of gyration generation of accuaccomplish her activi- calculated considering only the regular locations extracted by RAMA
rate fingerprints of a
ties during the whole day. RAMA is a
advantage of occasional positioning
city by using the individual models
proper fusion of features that leads to
information coming from the user in
and their common characteristics,
a complex model, and to a complete
real time and correcting the agenda
in order to compare different areas
solution for capturing personal mobilif something changes or is not as exand understand how the similarity is
ity. RAMA model is realized by compected.
representative of common infrastrucbining georeferenced regular persontures or other socioeconomic factors.
al user’s locations (i.e., typical stops)
Analyzing the fingerprint of a set of
h t t p s : // i e e e x p l o r e . i e e e . o r g / d o c u and mobility routines (i.e., typical
users can be done through RAMA.
ment/8259789/
movements) using a network strucWe analyzed the relationship beAuthors:
ture and distribution of probabilities
tween the radius of gyration (indicatRiccardo Guidotti, University of Pisa, IT; Roto estimate the stay time and moving
ing the degree of variability of a user
berto Trasarti, ISTI-CNR, Pisa, IT; Mirco Nanni,
ISTI-CNR, Pisa, IT; Fosca Giannotti, ISTI-CNR,
time. An example of mobility history
mobility) of set of users and their radiPisa, IT; Dino Pedreschi, University of Pisa, IT.
(a) and RAMA model (b) is reported in
us of gyration calculated considering
Figure 1.
only the regular locations extracted by
This work is developed in the context of City
RAMA. The result depicted in Figure
Of Citizens exploratory in SoBigData. More inEmpirical results highlight how flex2 shows that the distribution of the
formation can be found in www.sobigdata.eu
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Nowcasting well-being with Big
Data: an analytical framework
based on mobile phone data
Luca Pappalardo, KDD Lab, ISTI-CNR, Pisa, Italy | luca.pappalardo@isti.cnr.it
Can we monitor and possibly predict
the well-being of our societies just by
observing human behavior through
the lens of Big Data? This fascinating question, also stimulated by the
United Nations in recent reports, is
attracting the interest of researchers
from several disciplines.

resident in the same municipality exhibits a superior correlation degree
with the two well-being indicators.
We also built regression and classification models to predict the external socio-economic indicators from
the population density and the social

Call Detail Records (CDRs) are
gathered for billing and operational purposes by each mobile phone
operator in the world. Orange
provided us CDRs recording 5.7
billion calls made in France during
45 days by 20 million anonymized
mobile phone users. Each time an
individual makes a call the mobile
phone operator registers the connection between the caller and the
callee, the duration of the call and
the coordinates of the phone tower communicating with the served
phone, allowing us to reconstruct
the user’s time-resolved trajectory.
Four individual measures are extracted from CDRs, which describe
different aspects of individual human
behavior: the volume of mobility, the
diversity of mobility, the
volume of sociality and the
diversity of sociality. Each
individual measure is computed for every user in our
dataset based on locations
and calls as recorded in the
mobile phone data. In a
second stage, we aggregate
the four individual measures at the level of French
municipalities and explore
the correlations between
the four measures and two
external indicators of well-being: per
capita income and deprivation index.
The mobility diversity of individuals

and mobility measures aggregated at
municipality scale. The diversity of
human mobility significantly adds a
predictive power in both regression

that is known to be correlated with
the intensity of human activities. We
already know that bio-diversity is crucial to the health of natural ecosystems and that the diversity of opinion
in a crowd is essential to answer difficult questions. The story narrated in
this article suggests that diversity
is a relevant concept also in mobility ecosystems: The diversity of
human mobility may be a reliable
indicator of the variety of human
activities, and a mirror of some aspects of socio-economic development and well-being.
Experiences like ours may contribute to shape the discussion on how
to measure some of the aspects of
well-being with Big Data, such as
mobile phone call records, that are
massively available everywhere on
earth. If we learn how to use such
a resource, we have the potential
of creating a digital nervous system in support of a generalized
and sustainable development of our
societies. This is crucial because the
decisions of citizens and policy makers depend on what we measure, how
good our measurements
are and how well our measures are understood.
article: Luca Pappalardo, Maarten
Vanhoof, Lorenzo Gabrielli, Zbigniew Smoreda, Dino Pedreschi,
Fosca Giannotti, An analytical
framework to nowcast well-being using mobile phone data,
International journal of Data
Science and Advances Analytics
(JDSA), volume 2:75, https://doi.
org/10.1007/s41060-016-00132, 2016.

and classification models, substantially more than the diversity of social
contacts and demographic measures
such as population density, a factor

This work is developed in the context of Well-being & Economy exploratory in
SoBigData. More information can be found in
www.sobigdata.eu
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