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DISCLAIMER
SoBigData (654024) is a Research and Innovation Action (RIA) funded by the European Commission under
the Horizon 2020 research and innovation programme.
SoBigData proposes to create the Social Mining & Big Data Ecosystem: a research infrastructure (RI)
providing an integrated ecosystem for ethic-sensitive scientific discoveries and advanced applications of
social data mining on the various dimensions of social life, as recorded by “big data”. Building on several
established national infrastructures, SoBigData will open up new research avenues in multiple research
fields, including mathematics, ICT, and human, social and economic sciences, by enabling easy comparison,
re-use and integration of state-of-the-art big social data, methods, and services, into new research.
This document contains information on SoBigData core activities, findings and outcomes and it may also
contain contributions from distinguished experts who contribute as SoBigData Board members. Any
reference to content in this document should clearly indicate the authors, source, organisation and
publication date.
The document has been produced with the funding of the European Commission. The content of this
publication is the sole responsibility of the SoBigData Consortium and its experts, and it cannot be
considered to reflect the views of the European Commission. The authors of this document have taken any
available measure in order for its content to be accurate, consistent and lawful. However, neither the
project consortium as a whole nor the individual partners that implicitly or explicitly participated the
creation and publication of this document hold any sort of responsibility that might occur as a result of
using its content.
The European Union (EU) was established in accordance with the Treaty on the European Union
(Maastricht). There are currently 27 member states of the European Union. It is based on the European
Communities and the member states’ cooperation in the fields of Common Foreign and Security Policy and
Justice and Home Affairs. The five main institutions of the European Union are the European Parliament,
the Council of Ministers, the European Commission, the Court of Justice, and the Court of Auditors
(http://europa.eu.int/).
Copyright © The SoBigData Consortium 2015. See http://project.sobigdata.eu/ for details on the copyright holders.
For more information on the project, its partners and contributors please see http://project.sobigdata.eu/. You are
permitted to copy and distribute verbatim copies of this document containing this copyright notice, but modifying this
document is not allowed. You are permitted to copy this document in whole or in part into other documents if you
attach the following reference to the copied elements: “Copyright © The SoBigData Consortium 2015.”
The information contained in this document represents the views of the SoBigData Consortium as of the date they are
published. The SoBigData Consortium does not guarantee that any information contained herein is error-free, or up to
date. THE SoBigData CONSORTIUM MAKES NO WARRANTIES, EXPRESS, IMPLIED, OR STATUTORY, BY PUBLISHING THIS
DOCUMENT.
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DELIVERABLE SUMMARY
SoBigData proposes a research infrastructure (RI) RI for big data research, big data research, which includes
data and method sharing. Therefore, there is the need to deal with the concepts illustrated in D2.5, such as
Value-Sensitive Design, Privacy-by-Design, Privacy Risk Assessment and Fairness-by-Design, which allows us
to carry out a research that is respectful of ethical principles.
It is also important to deal with the new European General Data Protection Regulation, which gives specific
guidelines (described in detail in deliverable D2.2) to assess the privacy risk of dataset containing personal
data.
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EXECUTIVE SUMMARY
This deliverable aims to identify and to describe tools and methods related to Value-Sensitive Design,
Privacy-by-Design, Privacy Risk Assessment and Fairness-by-Design, that are already or that can potentially
be integrated in the RI. Moreover, we describe more in depth some concepts introduced in deleverable
D2.2 and D2.5.
In particular, we report some basic concepts, and we describe some tools for privacy risk assessment and
for obtaining fairness in analytical processes. We describe more in depth the tools that are already
integrated in the SoBigData Research Infrastructure (RI).

D2.6 Value-Sensitive Design and Privacy-by-Design 2

Page 8 of 26

SoBigData – 654024

1

www.sobigdata.eu

RELEVANCE TO SOBIGDATA

SoBigData proposes a research infrastructure (RI) RI for big data research, big data research, which includes
data and method sharing. Therefore, there is the need to deal with the concepts illustrated in D2.5, such as
Value-Sensitive Design, Privacy-by-Design, Privacy Risk Assessment and Fairness-by-Design, which allows us
to carry out a research that is respectful of ethical principles.

1.1

PURPOSE OF THIS DOCUMENT

The purpose of this document is to identify and to describe specific tools and methods related to ValueSensitive Design, Privacy-by-Design, Privacy Risk Assessment and Fairness-by-Design, that are already or
that can potentially be integrated in the RI.

1.2

RELEVANCE TO PROJECT OBJECTIVES

A core objective of the SoBigData RI is to provide an environment where it is possible to reap the benefits of
big data analytics while at the same time respecting fundamental ethical values.
In order to achieve this goal, it is necessary to identify which are the available techniques for dealing with
big data in an ethical way.

1.3

SOBIGDATA PROJECT DESCRIPTION

SoBigData serves the wide cross-disciplinary community of data scientists, i.e., researchers studying all
aspects of societal complexity from a data- and model-driven perspective, including data and text miners,
visual analytics researchers, socio-economic scientists, network scientists, political scientists, humanities
researchers, and more.

1.4

RELATION TO OTHER WORKPACKAGES

This deliverable aims to provide an overview of techniques and tools available in literature that are capable
of addressing the legal and ethical issues arising with the SoBigData RI.
These techniques can be used inside the exploratories of Work Package 9 and they can be integrated (some
are already available) in the RI as described in Work Packages 8 and 10.
The usage of these tools should be promoted in workshops, lessons and other training material by Work
Package 4.

1.5

STRUCTURE OF THE DOCUMENT

In Section 2, we describe some tools for privacy risk assessment.
In particular, in Section 2.1, we describe the process used within the City of Citizen Exploratory. First, we
recall some basic definition; then, we describe the considered attack model; third, we provide experiments
on a real database as case study. Finally, we provide the link where to find the tool in the SoBigData
Cataloug.
In Section 2.2, we illustre the process in a mobility data context. The structure of this section is similar to
the structure of Section 2.1.
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In
Section
2.3,
we
outline
other
tools
for
privacy
risk
assessment.
In Section 2.4, we highlight some weaknesses of the reported tools, avancing some hypoteses about
possible future work.
In Section 3, we describe some tools for obtaining fairness in the analytical processes.
We report some recent initiatives, regarding both the scientific literature and the novel guidelines. Then,
we provide an overview of some tools useful to test or to certify fairness. Finally, we describe more in depth
a tool that is integrated in the SoBigData RI.
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PRIVACY RISK ASSESSMENT

In D2.2 and in D2.5 we introduced the basic concepts related to privacy, and, in particular, to the Privacy
Risk Assessment. In D2.5 we described how the new GDPR mandates data controllers to carry out, prior to
the processing, an assessment of the impact of the envisaged processing operations on the protection of
personal data [D2.5,GDPR]. This is particularly relevant in cases of data processing that poses risks to the
rights and freedoms of the data subject.
In D2.5 we briefly described a framework that enables the assessment and the mitigation of the privacy risk,
named PRISQUIT [D2.5, Pratesi16]. In the following, we describe in detail the application of this framework
to the City of Citizen exploratory, described in Deliverable D9.1 [D9.1], where mobile phone data are
exploited for classifying the nature of city users. We then present a further example of the application of
PRISQUIT in a mobility scenario.
Finally, we provide an overview of other privacy tools that can be useful for the purposes of SoBigData and
that can potentially be integrated in the SoBigData RI.

2.1

PRIVACY RISK ASSESSMENT IN CITY OF CITIZENS

Deliverable 9.1 [D9.1] describes the Sociometer, which is a method that aims to classify individuals in four
categories (residents, commuters, dynamic residents and visitors) relying on the information given by their
phone call activity.
In particular, we recall that call data records (CDR) are aggregated from both a spatial and a temporal point
of view in profiles (called ICPs or Individual Call Profiles). Aggregations summarize the presence of
individuals in a certain spatial territory.
Individual Call Profiles are more aggregated w.r.t. the CDR logs so that they cannot reveal the history of the
user’s movements, the number of calls and the exact day and time of each call. Moreover, such profiles are
constructed considering a specific area, such as a city, and therefore, it is impossible to infer where exactly
the user was with a finer granularity. The only information that an adversary can infer is that a specific user
visited the city in a specific aggregated period. As an example, an attacker could understand that a given
user went to Pisa during a specific weekend if the profiles that he was accessing are related to people in
Pisa.
In the following, we identify a possible attack model, based on the linking attack inference, that uses a very
powerful background knowledge. Then, we simulate this attacks on real-world data in order to show the
privacy protection provided by the ICP schema.
2.1.1 PRIVACY RISK: RE-IDENTIFICATION
We recall that we considered as privacy risk the risk of re-identification, i.e., the probability of an attacker
to discover the identity of an individual, having some external information on her target.
In the following, we denote by D the database containing the original raw data useful for developing a
specific service, and D ∈ DV a dataview extracted from D by considering specific values for the data
dimensions. The set of users represented in the raw data D is denoted by U.
For each user, the risk of re-identification can be computed by measuring the probability of her reidentification in a released data.
Definition (Probability of re-identification given D). The probability of re-identification PR (d=u|b) denotes
the probability to correctly associate a record d ∈ D to a unique identity u, given a specific background
knowledge b and that D has been published.
D

Let D be the set of records that represent the data of the user u in D. The probability of re-identification
depends on: (a) the number of records related to the user u in D, compatible with the background
knowledge b, denoted with supp (b) and, (b) the number of records in D compatible with the instance of
u

Du
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background knowledge b, i.e., supp (b). Here, compatibility is expressed by a function that defines if a
record of the database matches the specific background knowledge b. Therefore, we have: PR (d = u|b) =
supp (b)/supp (b). Note that, if the user u is not represented in D we have PR (d = u|b) = 0.
D

D

Du

D

D

Now, we define the risk of re-identification, as the worst harmful situation for the user.
Definition (Risk of re-identification). Given a user u, her risk of re-identification is the maximum probability
of re-identification given the set of all possible background knowledge B, i.e., Risk(u,D) = maxPR (d = u|b)
for b ∈ B.
D

A lower bound for the risk of re-identification is |D |/|D|, which measures the random choice in D. We
point out that if a user u ∉ D then Risk(u,D) = 0.
u

2.1.2 ATTACK MODEL
We assume that the attacker knows exactly the call activities of a user U (i.e., the fact that she called
someone and the time of these calls) during a visit at a certain location. This means that he can build a ICP
PB with this background knowledge, where PB = −1 if the attacker does not have any information about the
call activity of the user in the period (i, j) while PB = v, with v >= 0, if from the background knowledge he
derives that the user was present in the area v times in the period (i, j). Note that, for this period, PB is
exactly equal to the one owned by the telco operator. As an example, suppose that an adversary shadowed
Mr. Smith for some period. With this information, for a certain period he can build a ICP as accurate as the
one that can be found in the dataset.
Attack Model The attacker, who gains access to the set of ICPs (P), uses the background knowledge PB on
the user U to match all the profiles that include PB. The set of matched profiles is the set C = {P ∈ P | PB >=
0.PB = P }. The probability of re-identification of the user U is 1/|C|. Clearly, a larger number of candidates
corresponds to a better privacy protection.
ij

ij

ij

ij

ij

ij

2.1.3 CASE STUDY
We performed a simulation of the attack described above using the data provided by one of the major
Italian mobile operators. These data cover the period from February 17, 2014 to March 23, 2014, and
reports the activities of around 858k individuals, for a total of 51 million call records. We decide to focus on
the area of Pisa extracting the profiles of 181,866 users performing at least one call activity during the
observation period.
We considered various levels of background knowledge: we assumed that the attacker knows, for certain
municipality, the activities done by a user U, in particular the time of all her calls, for a period of 1, 2, 3 or 4
weeks.
As one can see from Figure 1, when we consider a 1 week background knowledge, the results are very
satisfying, since globally 85% of users have a risk never higher than 0.044 (i.e., each set of indistinguishable
users has a size of at least 23), 80% never greater than 0.027 (1 out of 37) and 68% never greater than 0.01
(i.e., 1 out of 100). An interesting fact is that, even if we start from a whole week of complete knowledge of
all the subjects’ calls (i.e., a rather strong knowledge), when we double the background knowledge we
obtain a significant drop in the curves. However, if we further increase the background knowledge, the
curves trend remains quite stable. Besides, passing from 3 to 4 weeks of background knowledge does not
increase the risk of re-identification at all.
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Figure 1: Cumulative Distribute Function of the risk of re-identification using mobile phone data

2.1.4

INTEGRATION IN THE RI

The tool of privacy risk evaluation regarding ICP is already available in the SoBigData catalog at the
following address http://data.d4science.org/ctlg/ResourceCatalogue/privacy_risk_on_sociometer.

2.2

PRIVACY RISK ASSESSMENT IN MOBILITY DATA

Here, we provide a different application of the framework presented in deliverable [D2.2], in order to show
the generality of the methodology. In particular, we apply the same reasoning to GPS tracks, instead of call
records. First, we report some possible aggregations of this kind of data, then we describe a set of possible
background knowledge owned by an adversary and, finally, we show the results of the simulations of the
defined attacks on a real-world dataset.
2.2.1 PRIVACY RISK
To quantify the privacy risk, we use the same measures reported in Section 2.1.1.
2.2.2 DATA DEFINITION
Human mobility data is generally collected in an automatic way through electronic devices (e.g., mobile
phones, GPS devices) in form of raw trajectory data.
A raw trajectory of an individual is a sequence of records identifying the movements of that individual
during the period of observation [Zheng15]. Every record has the following attributes: the identifier of the
individual, a geographic location expressed in coordinates (generally latitude and longitude), a timestamp
indicating when the individual stopped in or went through that location. Depending on the specific
application, a raw trajectory can be aggregated into different mobility data structures. We present three of
them [Pellungrini17], with descending level of detail:
Definition (Trajectory). The trajectory T of an individual u is a temporally ordered sequence of tuples T =
<(l , t ), (l , t ), ..., (l , t )>, where l = (x , y ) is a location, x and y are the coordinates of the geographic location,
and t is the corresponding timestamp, t < t if i < j.
u

1

1
i

2

2

n

n

i

i

u

i

i

i

i

j
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Definition (Frequency vector). The frequency vector W of an individual u is a sequence of tuples W = <(l ,
w ), (l , w ), ... , (l , w )> where l = (x , y ) is a location, w is the frequency of the location, i.e., how many times
location l appears in the individual’s trajectory T , and w > w if i < j.
u

1

2

2

n

n

i

i

i

u

1

i

i

u

i

j

Definition (Probability vector). The probability vector Pu of an individual u is a sequence of tuples P = <(l ,
p ), (l , p ), ... , (l , p )>, where l = (x , y ) is a location, p is the probability that location l appears in W , i.e., p =
w / ⅀ w , and p > p if i < j.
u

1

2

i

2

li∈Wu

n

i

n

i

i

i

i

i

i

u

1

i

j

In the following, with the terms visit we refer indifferently to a tuple in a trajectory or in a frequency or
probability vector. We denote with D a mobility dataset, i.e., a set of a one of the above data types
(trajectory, frequency or probability vectors).
2.2.3 ATTACK MODELS
The background knowledge of an attacker is defined as follows.
Definition (Attack background knowledge). Let k be the number of elements of a data structure DS
representing individual s and known by the adversary. The Attack background knowledge is a set of all the
background knowledge based on k elements, defined as B = DS . Here DS denotes the set of all the
possible k-combinations of the elements of the data structure DS .
k

u

[k]

u

[k]

u

While the basic definition stays the same, the Background Knowledge assumes slightly different meaning
depending on the actual attack.
For each attack type we will give a description of the background knowledge and a definition of the set of
users that match that same background knowledge.
Location In a Location attack the adversary knows a certain number of locations visited by the individual but
she does not know the temporal order of the visits. This is similar to considering the locations as items of
transactions [Terrovitis08] with the difference that a transaction is a set of items and not a multiset (an
individual might visit the same location multiple times). This attack is conducted on Trajectories. Each
instance b ∈ B is a multiset of locations.
k

Definition (Location attack). Let b ∈ B be the adversary Location background knowledge. We define by R =
k

{u ∈ U |b ⊆ L(T )} the candidate set of users who in their trajectory contains the instance b.
u

Location Sequence In a Location Sequence attack [Mohammed09] the adversary knows a subset of the
locations and the temporal ordering of the visits. This attack is conducted on Trajectories. Each instance b ∈
B k is a subsequence of locations.
Definition (Location Sequence attack). We indicate with a ⋞ b that a is a subsequence of b. Let b ∈ B be the
k

Location Sequence background knowledge. We define by R = {u ∈ U |b ⋞ L(T )} the candidate set of users
that in their trajectory contains the subsequence b.
u

Visit In a Visit attack [Yarovoy09] an adversary knows a subset of the locations visited by the individual and
the time the individual visited these locations. This attack is conducted on Trajectories. Each instance b ∈ B
is a subsequence of visits.

k
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Definition (Visit attack). Let b ∈ B be the Visit background knowledge. We define by R = {u ∈ U | ∀ (l , t ) ∈
k

i

i

b, ∃ (l , t ) ∈ T . l = l ∧ t ≤ t } the candidate set of users who contain b in their trajectories.
i

u

i

u

u

i

i

u

i

i

u

Frequent Location, Frequent Location Sequence These two attacks are applied to vectors. The Frequent
Location attack is similar to the Location attack but here a location can appear only once, so it follows the
same principle of [Terrovitis08]. In the Frequent Location Sequence attack the adversary knows a subset of
the locations visited by an individual and the relative ordering w.r.t. the frequencies (from most frequent to
least frequent). This attack is similar to the Location Sequence attack, with two differences: a location can
appear only once and locations are ordered by descending frequency. We omit the definitions of the
background knowledge and attacks because they are similar to the ones defined on trajectories.
Frequency We introduce an attack where an adversary knows the locations visited by the individual, their
reciprocal ordering of frequency, and the minimum number of visits of the individual in the locations. This
means that, when searching for specific subsequences, the adversary must consider also subsequences
containing the known locations with a greater frequency. This attack is conducted on frequency vectors.
Each instance b ∈ B is a subsequence of visits.
k

Definition (Frequency attack). Let b ∈ B be the Frequency background knowledge. We define by R = {u ∈ U
k

| ∀ (l , w ) ∈ b, ∃ (l , w, ) ∈ W . l = l ∧ w ≤ w } the candidate set of users who in their frequency vectors
contains the instance b.
i

i

i

u

u

u

i

i

u

i

i

u

Home & Work In the Home & Work attack [Zang13], the adversary knows the two most frequent locations
of an individual and their frequencies. This is the only attack where the background knowledge
configuration is just a single 2-combination. Mechanically, this attack is identical to the Frequency attack.
Probability In a Probability attack an adversary knows the locations visited by an individual and the
probability for that individual to visit each location. This attack is similar to the one introduced by
[Unnikrishnan13] but we can not rely on matching algorithms on bipartite graph because the length of the
probability vectors is not the same among the individuals and is greater than the length of the background
knowledge configuration instances. This attack is conducted on probability vectors. Each instance b ∈ B is a
subsequence of visits.
k

Definition (Probability attack). Let b ∈ B be the Probability background knowledge. We define by R = {u ∈ U
k

| ∀ (l , p ) ∈ b, ∃ (l , p ) ∈ P . l = l ∧ p ∈ [p − δ, p + δ]} the candidate set of users who in their frequency
vectors contain the instance b tolerating for the probability match a tolerance δ.
i

i

i

u

i

u

u

i

i

u

i

i

u

i

u

Proportion We introduce an attack assuming that an adversary knows a subset of locations and the relative
proportion between the number of visits to these locations, i.e., between the frequency of the most
frequent known location and the frequency of the other known locations. This attack is conducted on
frequency vectors. Given a set of visits X ⊂ W we denote with l the most frequent location of X and with w
its frequency. We also denote with pr the proportion between w and w for each v ≠ v ∈ X, and denote
with LR a set of frequent locations l with their respective pr .
1

i

i
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Definition (Proportion attack). Let b ∈ B be the Proportion background knowledge. We define by R = {u ∈
k

U | ∀ (l , pr ) ∈ b, ∃ (l , pr ) ∈ LR . l = l ∧ pr ∈ [pr − δ, pr + δ]} the candidate set of users who in their
frequency vectors compatible with b. Note that δ is a tolerance factor for the matching of Proportions.
i

i

i

u

i

u

u

i

i

u

i

i

u

i

u

For all attacks, the probability of re-identification of each user u is 1/|R| .
2.2.4 CASE STUDY
For the simulation of the above attacks, we used a dataset provided by Octo Telematics, a leading company
in car tracking services. The dataset consists of the GPS tracks of 9,715 private vehicles traveling in Florence
from 1st May to 31st May 2011, corresponding to 179,318 trajectories. We assign each origin and
destination point of trajectories to the corresponding census cells [Pappalardo15] provided by the Italian
National Statistics Bureau. This allows us to describe the mobility of every vehicle in terms of a trajectory.
For all the attacks defined except the Home & Work attack, we consider four sets of background knowledge
B with k = 2, 3, 4, 5, while for the Home & Work attack we have just one possible background knowledge
configuration, where the adversary knows the two most frequent locations of an individual. Note that for
the Visit attack we considered only the day as time frame for the granularity of the attack.
k

In the following figures, we report the cumulative distribution functions for all the attacks. In Figure 2 we
can see the results of the simulation of the trajectory attacks, where it is easy to note that privacy risk
increase not only with increasing the amount of knowledge (from Figure 2 (a) to Figure 2 (c)), but also with
increasing k, as evident in Figure ???(a) and (b) respectively. It is interesting to note that there is a greater
gap is for the Location attack, from k = 2 to k = 3, suggesting that adding the same absolute amount of
information has more influence if the attacker has less knowledge. For the Visit attack (Figure 2 (c)), since
here the background knowledge is already detailed, we can see that the increasing of k does not change so
much the levels of privacy risk. The number of individuals with maximum risk of re-identification ranges
from 60% for the Location attack to more than 80% for the Visit attack, while we do have an increase in the
number of individuals with risk of re-identification of 50% (or less) across the board.

Figure 2: Cumulative Distribute Function of the risk of re-identification using GPS data (trajectories)

Observing Figure 3, regarding attacks on vectors, the levels of risk decrease slightly from the attacks on
trajectories. Moreover, it is clear how the cumulative distribution function of the risk of re-identification is
quite stable varying k and category. This can probably be due to the fact that, with vectors, we are dealing
with distinct locations for each individual, thus, since many individuals have few distinct locations, the risk
remains very similar. With Home & Work attack (Figure 3 (f)) we have significantly lower risk. Indeed, we
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can observe much lower levels of risk in general, even if 50% of users still have maximum risk of reidentification.

Figure 3: Cumulative Distribute Function of the risk of re-identification using GPS data (vectors)

2.2.5 INTEGRATION IN THE RI
The tool of privacy risk evaluation regarding ICP is already available in the SoBigData catalog at the
following address:
http://data.d4science.org/ctlg/ResourceCatalogue/privacy_risk_on_trajectories

2.3

OTHER PRIVACY RISK ASSESSMENT TOOLS

Besides the privacy risk assessment framework presented so far, there are other tools from the public
domain that can potentially be integrated in the RI.
ARX tool [ARX] is an open source tool for de-anonymize tabular data. It was mainly applied to medical
records, but it is able to handle datasets of different sources, as long as they are structured.
ARX tool can remove direct identifiers and it can also analyze indirect identifiers, mitigating the risk of reidentification of people whom data are related to. It allows for using different strategies, such as kanonymity, ℓ-diversity, t-closeness, δ-disclosure privacy [Nergiz+07], δ-presence [Nergiz+07] and (ɛ, δ)differential privacy.
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μ-ARGUS [ARGUS] operates on microdata that are used at Statistics Netherlands. It follows the same basic
principles of ARX tool, since it can apply strategies like global recoding, local suppression, post
randomization method (PRAM) and Numerical Micro Aggregation.
Privacy Analytics Eclipse [ECLIPSE] is built on Apache Spark, so it aims to be very efficient in analyze large
amount of data. It is specifically created to manage health records, and it requires some information about
the context regarding the gathering and the use of data and it gives you if the dataset is compliant and
which are the attributes (e.g., the diagnosis, the date of diagnosis or admission and the gender of the
patient) that make the data more risky from a re-identification point of view. A strong point of this tool is
that all the details (the applied parameters, the quantification of the risk, but also the statistical
measurement used for provide it) can be exported in reports to certify and provide confidence to the legal
and privacy teams that the risks are statistically small and below the appropriate threshold.
Tools that provide anonymization regarding unstructured data, as a text in plain English, are studied
available.
The MITRE Identification Scrubber Toolkit [MIST] is a suite of tools for identifying and redacting personally
identifiable information (PII) in free-text medical records. MIST relies on natural language processing to
replace PII either with obscuring fillers, or with artificial, synthesized, but realistic English fillers, i.e.,
respectively suppressing or randomizing PII.
NLM Scrubber [NLMS] does the same service as MIST, but it has better computational performances [NIST].
Anonymizer [ANONYMIZER] is a library for anonymization of images regarding personal characteristics, as
human faces and licence plates. It accepts JPG and RAW images and it applies blurring filters to make the
faces unidentifiable and the number plates unreadable.

2.4

WEAKNESSES OF EXISTING TOOLS AND FUTURE WORK ON PRIVACY RISK
ASSESSMENT

Although the tools presented in the previous sections are certainly valid for the purposes they were
created, all of them have some weakness. A vast majority of instruments for structured data (ARX, μ-ARGUS
and Privacy Analytics Eclipse) aim to manage medical data, so they require a clear distinction between
direct identifiers, quasi-identifiers and sensitive attributes. ARX tool, that given its modularity seems the
most promising one, can have some problems to treat very large datasets, since the dataset to be
anonymized must fit into the machine’s memory where it runs.
On the contrary, our tool PRISQUIT [Pratesi16] does not make any assumption about the presence of quasiidentifiers, since it tests all the attributes of the data equally. However, the limitation of the PRISQUIT
framework is the computational cost: since it need to consider all attributes as potential background
knowledge, it must compute all the possible combinations of the attributes.
As future work, we want to try to overcome this weakness, analyzing the relation between risk of reidentification and the personal features of individuals with data mining techniques.
Moreover, we must consider that the aim of SoBigData is also to develop services and applications that rely
on different kinds of data, possibly integrating them in order to create more complex and useful services.
For this reason, we believe it is interesting to analyze the privacy aspects and the possible inferences not
only considering different datasets at time, but also considering various sources of data that are used
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together. In particular, we would like to analyze the privacy risk that can occur when we cross-check
different kind of data, e.g., mobile phone data and retail data, or mobile phone data and mobility data.
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FAIRNESS-BY-DESIGN IN BIG DATA ANALYTICS

In D2.5, we have introduced fairness and related issues in big data and reviewed the state of the art. In this
section, we first provide an update of recent initiatives in the field of fairness, accountability and
transparency in big data. Then we survey the tools developed in the literature for testing, certifying, and for
controlling fairness in data and predictive model design. Such tools can in principle be integrated in the RI.
Finally, we concentrate on a specific tool that has been integrated in the RI. It regards a method for
discovering and measuring the degree of segregation of social groups in social network data. The method is
used in the story entitled “Societal well-being and economic performance”, which is described in D9.1.

Recent initiatives

Fairness and related ethical issues arising in big data analytics are being recognized as an extremely relevant
issue by scientific, legal and civil-rights communities. Several recent initiatives are discussing the issue of
discovering discrimination and bias, and of enforcing fairness in the design process of data-driven systems.
On the scientific side, we mention recent journal special issues on:
• Governing Algorithms, Science, Technology, & Human Values, 41 (1), 2016
• Social and Technical Trade-Offs, Big Data, 5 (2), 2017.
and scientific workshops in several areas (data mining, recommender systems, machine learning, natural
language processing):
• Data and Algorithmic Bias (DAB 2017), co-located with CIKM 2017, 6 Nov. 2017.
• Responsible Recommendation (FAT-Rec), co-located with RECSYS 2017, 31 Aug. 2017.
• Fairness, Transparency and Accountability in Machine Learning (FAT-ML 2017), co-located with
ACM KDD 2017, 14 Aug. 2017.
• Fairness, Transparency and Accountability in AI & Big Data (FAT-SG), 17-19 July 2017.
• Ethics in Natural Language Processing (EthNLP) co-located with EACL 2017, 4 April 2017.
• Machine Learning and the Law (ML & Law), co-located with NIPS 2016, 8 Dec. 2016.
• Privacy and Discrimination in Data Mining (PDDM), co-located with ICDM 2016, 12 Dec. 2016.
• Ethics of Online Experimentation (EOE), co-located with WSDM 2016, 22 Feb. 2016.
A number of guidelines and documentations are being developed by standardization bodies, practitioners,
and researchers:
• P7003 - Algorithmic Bias Considerations - released by the IEEE Standards Association.
• Principles for Accountable Algorithms and a Social Impact Statement for Algorithms - developed as
part of a Dagstuhl seminar on Data, Responsibly.
• Digital Decisions - an initiative by the Center for Democracy & Technology.
• The IEEE Global Initiative for Ethical Considerations in Artificial Intelligence and Autonomous
Systems - released by the IEEE Standards Association.
These initiatives aim at consolidating the state of the art towards agreed definitions and metrics for
fairness, data analytical processes to provide formal guarantee of fairness, and best practices to embed
values and to guide ethical research at design time.
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Tools for testing / certifying fairness

Researchers have proposed several approaches for testing / certifying fairness. We refer to the D2.5
deliverable for a survey of the literature. Here, we survey instead the software tools available online that
implement such approaches and that can potentially be integrated in the RI. Despite the novelty of the
research area of fairness in big data, a few tools already exist in the public domain:

•

•

•

•

•

•

•

•

dd: a Java library for discrimination discovery and sanitization. A Java library with implementations
of algorithms presented in various papers, including:
o quantification of the degree of discrimination/bias in a dataset of historical decision records
[RPT10]. Metrics of discrimination include: risk difference, risk chance, risk ratio, odds risk,
and many others from the surveys [PRT12,Zlio17].
o dataset sanitization by generalization of data value to mitigate the degree of discrimination
bias [Rug14].
FairML: Auditing Black-Box Predictive Models, a Python toolbox auditing machine learning models
for bias detection. The tool addresses the question raised in [AK16]: how can an analyst determine
the relative significance of the inputs to a black-box predictive model in order to assess the model’s
fairness (or discriminatory extent)?
FairTest: implements in Python the unwarranted associations framework of [TAG+17]. Fairtest helps
developers check data-driven applications for unfair user treatment. It enables statistically rigorous
investigation of associations between application outcomes (such as prices or premiums) and
sensitive user attributes (such as race or gender). Furthermore, Fairtest provides debugging
capabilities that let programmers rule out potential confounders for observed unfair effects.
Fairness in classification: is a repository with a logistic regression implementation in Python for the
fair classification approach introduced in [ZVa+17,ZVb+17], which propose mechanisms to make
classification outcomes free of indirect discrimination.
BlackBoxAuditing: implements in Python the Gradient Feature Auditing method proposed
in [FFM+15] for masking bias and preserving relevant information in the data, and the approach of
[AFF+16] for auditing black-box models for indirect influence (e.g., for indirect discrimination
discovery).
Themis: is a software testing-based approach for measuring discrimination in a software system
[GBM17]. The software is written in Python, and it covers both group discrimination, measured by
different rates of positive answer for different social groups, and causal discrimination, measure
through differences in positive answer due to only a change in a discrimination ground attribute.
RSMTool is a Python package which automates analyses that are commonly conducted when
building and evaluating automated scoring models of written and spoken test responses (e.g., for
school admission) [ML16]. Authors discuss in [ML+17] how the tool helps the researcher in making
unbiased/fair decisions based on test result analysis.
GoldenEye: an R package implementing the approach of [HPB+14] for finding the most relevant
predictive features that describe predictions of a black-box classifier. While the tool comes from the
stream of research on explainability, if the relevant features include discriminatory grounds, it can
be
used
to
uncover
discrimination
bias
of
the
classifier.

The above tools are available online. However, new proposals are typically associated with prototypes or
demonstrators that should be made public in short term. A notable mention is the FairSquare tools of
[AD+17], developed in Python, that bases fairness analysis of probabilistic decision-making software on
formal method concepts and tools.
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S-Cube: segregation discovery method in the RI

The term segregation refers to the “separation of socially denied groups" [Mas16]. People are partitioned
into two or more groups on the grounds of personal or cultural traits that can foster discrimination, such as
gender, age, ethnicity, income, skin color, language, religion, political opinion, membership of a national
minority, etc. Contact, communication, or interaction among groups are limited by their physical, working
or socio-economic distance. Predictive systems (recommendations, classification, link-prediction) may learn
discriminatory practices from biased data that lead to segregation and polarization of social groups e.g., in
online social networks, in job opportunities and career advancement, in accessing services, etc. In [BR15], a
data-driven approach is proposed to search for (the “discovery") apriori-unknown contexts and social
groups experiencing high segregation risk. Such a risk is quantified through a reference segregation index
from the social science literature. A solution to the segregation discovery problem is then provided based
on an analytical process that relies on frequent pattern mining. The approach is implemented in the S-Cube
system, developed in Java, which is described in detail in [Bar17].
Basically, S-Cube starts from a table with attributes about individuals. Attributes are partitioned into three
groups. First, segregation attributes (SA), such as sex, age, and race, which denote minority groups
potentially exposed to segregation. Second, context attributes (CA), such as region and job type, which
denote contexts where segregation may appear. Third, an attribute unitID, which is an ID of the unit the
tuple/individual belongs to. S-Cube computes an iceberg multi-dimensional data cube whose coordinates
are SA and CA attributes and whose cells are the value of segregation attributes computed at the cell
coordinates. The data analyst can explore the data cube in search of cells with segregation indexes above
some threshold. The cell coordinates provide information of the conditions under which data (possibly, data
obtained by predictive models) contain segregation. An example is provided in the next snapshot, where
Microsoft Excel is used to visually explore the output of the S-Cube method.

Also, the system is able to manage temporal data through an additional attribute of the input table. The
analyst can then visualize temporal trends of segregation indexes.

S-Cube has been deployed as a method-as-a-service in the SoBigData RI and it is accessible through the
SoBigDataLab VRE. The figure below show how to locate it in the catalog. A user manual with detailed
description of inputs and outputs is available at https://goo.gl/n59tve.
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The S-Cube method has been adopted in the story entitled “Societal well-being and economic performance”
(see deliverable D9.1) to analyze segregation of minority groups (youngsters, seniors, females) in the
participation to the board of company directors. The social segregation question investigated is: which
minority groups are segregated in the boards of companies and for which type of companies? A possible
answer may lead to the discovery that, e.g., for IT companies, females in a certain age-range appears
frequently together in boards and rarely with members of the majority group (men or individuals in other
age-ranges). [Bar17] presents in detail the findings of an analysis over a dataset of Estonian companies
(provided
by
University
of
Tartu),
which
includes
also
temporal
information.
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