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DISCLAIMER
SoBigData (654024) is a Research and Innovation Action (RIA) funded by the European Commission under
the Horizon 2020 research and innovation programme.
SoBigData proposes to create the Social Mining & Big Data Ecosystem: a research infrastructure (RI)
providing an integrated ecosystem for ethic-sensitive scientific discoveries and advanced applications of
social data mining on the various dimensions of social life, as recorded by “big data”. Building on several
established national infrastructures, SoBigData will open up new research avenues in multiple research
fields, including mathematics, ICT, and human, social and economic sciences, by enabling easy comparison,
re-use and integration of state-of-the-art big social data, methods, and services, into new research.
This document contains information on SoBigData core activities, findings and outcomes and it may also
contain contributions from distinguished experts who contribute as SoBigData Board members. Any
reference to content in this document should clearly indicate the authors, source, organisation and
publication date.
The document has been produced with the funding of the European Commission. The content of this
publication is the sole responsibility of the SoBigData Consortium and its experts, and it cannot be
considered to reflect the views of the European Commission. The authors of this document have taken any
available measure in order for its content to be accurate, consistent and lawful. However, neither the
project consortium as a whole nor the individual partners that implicitly or explicitly participated the
creation and publication of this document hold any sort of responsibility that might occur as a result of
using its content.
The European Union (EU) was established in accordance with the Treaty on the European Union
(Maastricht). There are currently 27 member states of the European Union. It is based on the European
Communities and the member states’ cooperation in the fields of Common Foreign and Security Policy and
Justice and Home Affairs. The five main institutions of the European Union are the European Parliament,
the Council of Ministers, the European Commission, the Court of Justice, and the Court of Auditors
(http://europa.eu.int/).
Copyright © The SoBigData Consortium 2015. See http://project.sobigdata.eu/ for details on the copyright holders.
For more information on the project, its partners and contributors please see http://project.sobigdata.eu/. You are
permitted to copy and distribute verbatim copies of this document containing this copyright notice, but modifying this
document is not allowed. You are permitted to copy this document in whole or in part into other documents if you
attach the following reference to the copied elements: “Copyright © The SoBigData Consortium 2015.”
The information contained in this document represents the views of the SoBigData Consortium as of the date they are
published. The SoBigData Consortium does not guarantee that any information contained herein is error-free, or up to
date. THE SoBigData CONSORTIUM MAKES NO WARRANTIES, EXPRESS, IMPLIED, OR STATUTORY, BY PUBLISHING THIS
DOCUMENT.
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GLOSSARY
ABBREVIATION

DEFINITION

ACE

Automatic Content Extraction

API

Application Programming Interface

BPI

Business Process Intelligence

CLEF

Conference and Labs of the Evaluation Forum

CTR

Click Through Rate

CoNLL

Conference on Natural Language and Learning

FIRE

Forum for Information Retrieval Evaluation

INEX

Initiative for the Evaluation of XML Retrieval

IR

Information Retrieval

ISJ

Interactive Searching and Judging

LDBC

Linked Data Benchmark Council

LDC

Linguistic Data Consortium

LL4IR

Living Labs for Information Retrieval

MDC

Mobile Data Challenge

NTCIR

NII Testbeds and Community for Information access Research
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NER

Named Entity Recognition

NIST

National Institute of Standards and Technology

NLP

Natural Language Processing

PoS Tagging

Part of Speech Tagging

SIGIR

Special Interest Group on Information Retrieval

SNAP

Stanford Network Analysis Project

TAC

Text Analysis Conference

TREC

Text REtrieval Conference

VAST

Visual Analytics Science and Technology

XML

eXtensible Markup Language
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DELIVERABLE SUMMARY
SoBigData has several strands that span a number of different research fields, with the common theme
being social analytics at scale. Evaluation initiatives have been an important driver of better performance in
information retrieval, analysis, and extraction fields, primarily (but not exclusively) via the model of
providing a static “gold standard” set of test documents, static information-seeking queries, and standard
metrics to teams that compete on a regular basis to achieve the best performance. Since systematic
evaluation has proven so crucial to advancing the state-of-the-art, SoBigData WP11 seeks to provide a
general methodological framework to guide researchers and practitioners in developing effective
evaluation techniques. The purpose of this report is to help identify practical and thematic connections
between the various strands of SoBigData and existing or legacy projects with the aim of determining where
existing expertise can be leveraged and built upon in areas such as user modelling, dataset construction,
and evaluation metrics. For those projects that are still active, we will pay special attention to identifying
technical overlaps and areas of shared interests that have the potential to foster inter-project collaboration.
Finally, we highlight areas where WP11’s efforts may be best employed in establishing and maintaining best
practices for externalisable and reusable evaluation methodologies.
This deliverable includes two appendices: appendix A provides a list of notable evaluation initiatives with
some relevance to SoBigData’s thematic clusters, incorporating a brief description of each project along
with its specific tasks and associated datasets. Appendix B consists of an initial design document for the
Evaluation Framework for Social Data Mining, comprising tasks, methods, and datasets for text, network,
mobility, and web-use data, along with ethical criteria governing the use of such methods.
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EXECUTIVE SUMMARY
Big Data has been a key theme in information retrieval and graph analytics fields for some time. It is in
these areas where most opportunities exist to pursue collaboration and shared goals. Of extant evaluation
campaigns with which there is some level of thematic or technical overlap:
•
•
•
•
•

TREC: IR focused with open track proposal
CLEF: IR and NLP focused with open track proposal
MediaEval: Data extraction from multimodal data and media objects
SIGIR: Annual conference with co-located workshops, some of which take the form of shared task
competitions.
SNAP: The Stanford Network Analysis Project develop a graph exploration toolkit and provide a
range of datasets, some including ground-truth, that could be utilised in competitive evaluation.

Since the construction of static test collections for realistic evaluation of tool performance is timeconsuming and expensive (with ground-truth derivation being the largest part), this report recommends
reusing test datasets wherever possible, with certain major caveats explored in section X. Where full re-use
is not possible, any effort expended in creating new test collections (or ground-truth) should be done with
the goal of maximum re-usability in mind.
Areas where SoBigData WP11 can make a valuable contribution include:
•

•

•

•

The development of a realistic set of task outlines for each of SoBigData’s strands, formalising a
range of scenarios for the use of algorithmic data mining; this step would help provide focus and
impetus to the evaluation effort.
Building a more elaborate and detailed picture of the users (human or otherwise) that systematic
evaluation metrics for social analytics ultimately attempt to imitate; a contribution that would assist
in the development of better and more realistic test queries.
Developing (based on prior art) a standard SoBigData evaluation toolkit “template”, providing
researchers with a basis into which they can insert their task- or algorithm-specific data, goldstandard output, and metric-derivation tools.
Assisting project partners in packaging their internal evaluation and benchmarking processes for
particular into more generally reusable toolkits based on the aforementioned template.

D11.1 Evaluation Framework Design and Positioning

Page 11 of 75

SoBigData – 654024

1

www.sobigdata.eu

EVALUATION INITIATIVES – A BRIEF HISTORY

Computational methods of information extraction, retrieval, and analysis have always held the promise of
working orders of magnitude faster, on ever-larger quantities of data, than human methods could
reasonably be expected to handle, and never has this been more true than in the era of big data. Yet, when
humans cease to be able to effectively perform certain tasks ourselves we find it harder to intuit the
efficacy, integrity, and effectiveness of those same systems. If we cannot “gut check” the performance of a
given system, working on a large quantity of data, how can we know if it is telling us the truth, let alone
compare it with alternative systems with equally opaque performance. As Scott and Wilkins write, “[i]f data
mining is to be an engineering discipline rather than a black art, it is clearly essential that its practitioners
should have a soundly based understanding both of the likely outcome when a particular procedure is used,
and of how the outcomes when other procedures are used may be differ” [1].
In other cases, it is not even the quantity of data that underlies the difficulties in comparing algorithmic
performance, but the thin margins of difference that nonetheless constitute substantial gains in
performance at the cutting edge of established fields, where low-hanging fruit has long been harvested. In
many areas related to pattern recognition, for example, the difference between relatively poor
performance and that approaching or exceeding human-like levels of accuracy may be as little as a few
tenths of a percent or less. Any advances, no matter how small, are of considerable value, yet gauging the
magnitude of such advances can be difficult unless measured in aggregate on large and highly
representative quantities of data.
Recognizing the necessity of systematic evaluation in pushing forward the state-of-the-art in algorithmic
data analysis, organizations such as the US Department of Commerce’s National Institute of Standards and
Technology (NIST) have, for many years, organized evaluation campaigns – competitions where
participants’ approaches to solving a well-defined set of tasks are evaluated using the same data,
methodology, and metrics. Such campaigns can claim to have played a significant role in advancing the
cutting edge in several fields by providing researchers with not only targets to hit, but also the means by
which to measure how well their tools are performing relative to those targets.
The field perhaps most closely associated with formal evaluation initiatives in the Big Data context is
Information Retrieval (IR). It was in IR that many of the methodologies and metrics most central to formal
evaluation originated, and have since been translated to other fields. The Cranfield experiments, conducted
from 1958 to 1966 by Cyril Cleverdon, Librarian of the College of Aeronautics, Cranfield, England, are
typically regarded as the genesis of the paradigm consisting of a static collection of test documents drawn
from some larger population, a static set of questions to ask of the test collection, relevance judgments for
each test document relative to each test question, and standard metrics by which to judge the results [2,3].
Cleverdon was working with documents manually indexed and retrieved using a variety of indexing
techniques. Yet, the overall structure of his experiments has remained broadly unchanged despite the
transition to computational IR.
While much progress was made in developing, refining, and extending Cleverdon’s pioneering work in
subsequent decades it was not until 1992, under the auspices of NIST’s TREC initiative, that a test collection
of significant size was assembled, along with a relatively comprehensive set of test questions (called Topics
in TREC nomenclature) and corresponding relevance judgments. As the scope of structured evaluation has
D11.1 Evaluation Framework Design and Positioning
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broadened to areas beyond traditional IR, new techniques for creating test collections have had to be
developed, as have new metrics, some diverging significantly from the Cranfield model.
A number of other evaluation campaigns have been inspired by TREC or spun off from it, most notably the
Cross-Language Evaluation Forum (CLEF), which grew out of TREC’s cross-language IR track. These and other
notable evaluation initiatives are described in more detail Appendix A.
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USER MODELLING

At the heart of the Cranfield paradigm are assumptions about the behaviour of human users that the
evaluation is intended to model. As David Ellis noted in 1989, at the beginning of his influential work on
Information Seeking Behaviour, “if researchers' information seeking patterns are broken down into their
basic behavioural characteristics - and the retrieval system is provided with facilities that reflect those
characteristics - then users should be able to recreate their own information seeking patterns while
interacting with the system.” [5] Designers of IR tools, in other words, need to correctly understand their
users.
Users, of course, come in many forms and behave in different ways depending on the task at hand or their
level of technical sophistication. The highly structured topics TREC used for its ad-hoc evaluations, derived
in part from earlier programmes sponsored by defence research agencies developing IR systems for
intelligence analysts, are quite different to the types of queries later employed for testing “web-scale” IR,
drawn from the logs of actual search engines accessed by the general public. Formal evaluation practices
for the SoBigData project will therefore need to ground the tasks developed for its tools in realistic models
of the information-seeking behaviour of its envisaged end-users, be they social scientists, data scientists,
computer scientists, or laypersons.
For tasks that conform more closely to the traditional IR template, developing a model for users also
involves incorporating a degree of variability in both the test datasets and the queries to asked of them. As
Donna Harman notes, “[u]sers come to retrieval systems with different expectations, and most of these
expectations are unstated. If test collections do not reflect this noisy situation, then the systems that are
built using these collections to test their algorithms will not work well in operational settings” [3]. It follows
that effective evaluation frameworks should carefully assess the scope of the tasks they define, and
question whether they focus too narrowly on a particular information need to the detriment of general reusability and utility. Such assessments will be most necessary in cases where the evaluation tasks, datasets,
and metrics are “spun-out” from a specific research group, where there may a temptation to define tasks in
terms of technical capabilities (ergo, what can currently be done) rather than questions that actually need
answering.
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EVALUATION IN SOBIGDATA

SoBigData covers a broad range of information-seeking and interpretive techniques, divided into six
thematic clusters:
•
•
•
•
•
•

Text and Social Media mining
Social Network analytics
Human Mobility analytics
Web analytics
Visual analytics
Social data

The scope of the project is considerably broader and more diverse than the “traditional” IR model from
which the Cranfield paradigm was born, encompassing much more heterogeneous forms of data and asking
a wide range of questions. Accordingly, not every aspect of the project is a good fit for formal evaluation in
the competitive mould. As a thought experiment we define three distinct levels of activity within the
project:
•
•
•

Fundamental research: mathematical and algorithmic analysis of abstract data models and
development of computational techniques for managing information at scale.
Integrative systems: development of goal-directed tools that operate on real-world data and seek
to answer questions about that data using multimodal approaches.
Human-level analysis: summarisation techniques that deliver sociological insight by distilling and
contextualising information from diverse sources.

Of these types of activity, it is arguable that only the testing of integrative systems is well-suited to the type
of competitive evaluation model with a static dataset and metrics because it defines a problem scope both
broad enough to invite a diverse range of approaches and creative solutions, yet narrow enough to permit
quantitative assessment in a practical manner. Targeting this sweet spot goes some way to account for the
longevity and success of campaigns like TREC, CLEF, and TAC in the IR and NLP fields, and explains the
relative paucity of competitive evaluation initiatives for both the lower-level, more abstract problems more
typically studied in fields such as network analytics, and the higher level ones that concern fields like visual
analytics and human mobility studies.
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BUILDING OR REUSING TEST COLLECTIONS

As discussed above, the Cranfield model of evaluation has four components:
•
•
•
•

A set of test data
A set of information-seeking queries
Judgments as to what data fulfils what queries (ground truth)
Fixed evaluation metrics

Of these, perhaps the most substantial parts are the dataset and ground truth. This section examines
various aspects of the construction of a “gold standard”.

4.1 DATASETS FOR BIG DATA
The availability of raw data is not likely to be a substantial bottleneck of potential SoBigData evaluation
efforts. Numerous legacy and existing evaluation initiatives have created a healthy ecosystem of curated
datasets for a wide variety of purposes, with the trend in recent years towards ever larger and more webscale quantities, driven by decreasing storage overhead, increased availability of governmental and private
sources of Open Data, and the growth of the web itself. This is perhaps best illustrated by looking at the size
of the TREC data, which grew in size from the 2GB ad-hoc collection in 1992 to the 27 terabyte
(uncompressed) ClueWeb12 collection twenty years later.
A number of dedicated repositories exist to host research datasets:
•
•
•
•

The Linguistic Data Consortium (LDC) hosts a wide variety of multilingual and cross-lingual datasets
for computational linguistics and NLP research.
The Stanford Network Analysis Project (SNAP) hosts a number of graph and network datasets.
The CRAWDAD project hosts datasets and tools related to wireless networking and mobility.
The University of Irvine Machine Learning repository hosts datasets intended for artificial
intelligence research.

Social network data for popular sites such as Facebook is, for obvious privacy reasons, generally difficult to
access for research purposes. Nonetheless, SNAP does make available a number of network datasets
containing social circle information for Facebook, Google+, Twitter, and other services, including some
(LiveJournal, Friendster) where communities are labelled. Public services such as Twitter and Foursquare’s
Swarm additionally provide relatively permissive access (via their respective APIs) to user data.

4.2 DATA STORAGE & BANDWIDTH
Hosting, storage, and distribution issues have historically been a significant impediment to the widespread
availability of large datasets, with static corpuses such as ClueWeb12 being distributed on physical disks
with the attendant expense and inconvenience involved. The growth of various cloud computing platforms
in recent years and the associated downward pressure on storage prices has alleviated this situation to
some degree, and while storing terabyte-sized datasets with frequent access on cloud platforms such as
AWS still involves an ongoing investment, the use of “requester pays”-style access authentication allows
shifting bandwidth costs to those receiving the data rather than this being borne by the host.
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4.3 GROUND TRUTH
Ground truth for information extraction or analysis typically takes the form of annotations of a dataset
stating what the “correct” answers are with regard to the information-seeking questions being asked of it.
For thousands or millions of individual data points this can quickly become impractical, necessitating
various workarounds.
Even for the first TREC ad-hoc evaluations in 1992, the infeasibility of providing exhaustive ground truth manual ranking of each document in the roughly 1-million-document test corpus for each of the queries was assumed. Instead, a method called pooling was used, in which the top-scoring documents from each of
the participants’ submissions were combined, and then manually ranked as a de-duplicated set[6]. While
the pooling method has remained the standard way of deriving relevance judgments for large document
collections, it is sometimes complemented with a method dubbed by Cormack et al as Interactive Searching
and Judging (ISJ), in which a number of relevance assessors manually assemble judgments for each query
via whatever IR strategies they have at their disposal [7].
For diverse systems not restricted to ranked document retrieval (e.g. neural net classification systems), ISJ
can be regarded as the standard method of ground truth derivation: we interrogate a dataset with
whatever methods we currently have at our disposal and label it iteratively. In cases where the target
system is itself used for ISJ, a positive feedback process can result in which more ground truth can make the
labelling process progressively easier as the system becomes better “trained”, suggesting correct answers
more often to the human assessor and thus reducing the labelling workload.
One danger with using non-exhaustive methods such as pooling and ISJ relates to the reusability of a test
collection, or the accuracy of its results when used to evaluate new and novel systems. It has been shown in
the context of IR systems [8,9] that methods used to develop ground truth for very large collections are
susceptible to bias when tested with systems that were not used for pooling or ISJ. This consideration
should be especially relevant in more novel big data scenarios where the difficulty of interrogating a dataset
is compounded by a relative lack of suitable tools, making the risk of developing systemically biased
“ground truth” (that can not be used to accurately evaluate new systems) increasingly acute.
An example as to the cost of relevance judgments in an IR context can be found in Gey at al’s [10]
description of the GeoTREC 2005 cross-language geo-IR task, which processed 170,000 English and 295,000
German newswire documents for 25 queries. In this case judgments for the English documents, generated
by the ISJ method, were produced by the University of Sheffield by 17 volunteers paid £40 each for half-day
sessions. The German documents were produced using the pooling method and judged by an external
assessor paid $1000. Building a test collection for realistic social big data scenarios is, therefore, a timeconsuming and expensive undertaking, and the approaches and techniques required to do so vary widely
depending on the domain and type of information-seeking activity that is being modelled.
Various approaches to reducing the time and expense of providing ground-truth have been tested, such as
Alonso et al. [11] and Potthast et al. [12], both using Amazon’s Mechanical Turk. In the former case, the
authors leveraged Mechanical Turk’s low per-task price to compensate for possible quality control issues by
assigning individual document/query judgments to multiple workers and aggregating the results via voting.
It has subsequently been argued that, given a properly designed system with clear instructions for workers,
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IR relevance assessments derived from crowd-sourcing can be as good as those produced by assessors with
“expert” knowledge [13,14].
4.3.1 ALTERNATIVES TO MANUALLY-ANNOTATED GROUNDTRUTH
The basis of the Cranfield model of evaluation, and that used by most of the evaluation campaigns
discussed in Appendix A, is the existence of a gold standard to which researchers can compare the
performance of their own tools and algorithms in order to test a given hypothesis in a repeatable manner.
As has been noted above, producing this gold standard is typically the most expensive and time-consuming
aspect of developing a test collection, and this effort is proportional to the size and complexity of the
dataset.
Yet, as Zafarani and Liu [15] have noted, big data problems - particularly those that attempt to answer
sociological questions - pose enormous challenges where repeatable hypothesis testing is concerned,
largely due to the difficulty and complexity of obtaining worthwhile ground truth. When attempting to draw
conclusions about the behaviour of people from large quantities of microscopic data - millions of digital
traces that are almost meaningless on their own - deriving the ground truth data is only possible by asking
the individuals involved what their actual intentions were. This is, needless to say, an impractical
proposition when dealing with thousands of Twitter users or millions of people making cell-phone calls or
visiting a web site. In other words, whilst ground-truth derivation for big data scenarios is possible, it may
be difficult to achieve in situations where individual data points lack sufficient context to make informed
judgments.
4.3.2 TEMPORAL PARTITIONING FOR PREDICTION EVALUATION
Some types of big data analysis, particularly those that involve making predictions on a temporal basis (e.g.
link prediction in social graphs), do offer ways of testing hypotheses without expensive manual groundtruth provision. Liben-Nowell and Kleinberg [16] discuss a method of evaluating the effectiveness of link
prediction algorithms in a social graph - in their case, whether two authors in the arxiv.org network will
write papers together in future (creating new edges between graph nodes) - by partitioning their graph
dataset into training and test portions at a particular period in time. The prediction of new links in the
training portion of the partitioned dataset can then be validated against those that are actually present in
the test set. A similar approach is taken for the evaluation of location prediction (figuring out where
someone will be by their travel habits) by Mathew, Raposo and Martins [17] and Trasarti et al. [18], who
partition individual journeys within a dataset of GPS locations into pre-prediction and ground truth
portions. Temporal partitioning methods also scale up quite naturally to large datasets, assuming that there
is sufficient temporal information available.
4.3.3 ALGORITHMICALLY DERIVED GROUND TRUTH
Another strategy for evaluation in the absence of easily obtainable human judgments is to compare the
output of test systems to that of baseline systems with known characteristics. A method for identifying
clusters in a network graph using sample estimation could, for example, be compared against results
derived using a brute-force optimisation algorithm with a higher computational complexity. An evaluation
framework without ground truth would in this case consist of: the network dataset; a set of “expected”
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clusters, derived from running on the dataset an algorithm with known characteristics (for example, Kmeans); and provision for researchers to compare their results to the baseline. Researchers could then
more easily determine if new approaches were able to produce comparable results with similar or better
efficiency without having to produce the baseline themselves, a step which may involve significant time and
expense.
Statistical analysis may also provide a basis for evaluation in some task contexts, particularly where there is
information that can be independently correlated to system output. Leskovec et al. [19] discuss the use of
statistical properties of large social and information networks to validate the quality of communities within
them. Yan et al. [20] use statistical data drawn from land use maps to evaluation their semantic annotation
algorithm. For broader categories of problems related to causality in social media, Zafarani and Lui [15]
discuss a variety of statistical methods for estimating the impact of events on a large population of users,
drawing from techniques used in anthropology and ethology. An obvious danger here, as with the use of
synthetic data, discussed below, is reinforcing flawed priors, and such validation methods would require
careful design in the context of a competitive evaluation campaign.
4.3.4 EVALUATION USING SYNTHETIC DATA
An alternative approach to evaluating algorithms using real-world datasets with manually- or
algorithmically-derived ground truth is to use synthetic data where ground truth is baked-in a priori. Such
datasets are widely used in machine learning and statistical research, but still pose significant challenges
where the structure and properties of real-world data is highly complex and modelling correspondingly
approximate, as is the case in the human-centred domains that are the focus of SoBigData.
The principal issue with synthetic data generation is that the methods used to populate datasets with
representative and interrelated samples draw from the same pool of modelling assumptions about the realworld as the algorithms that seek to analyse it, with the same degrees of necessary simplification and
imprecision. While this does not mean that synthetic datasets are not valuable for testing the degrees of
harmony between different approaches to a given problem, researchers must keep in mind that the
assumptions used for constructing a dataset will naturally favour algorithms that employ those same
assumptions in deconstructing it. (As a corollary, a synthetic dataset is unlikely to accurately evaluate
systems that make ground-breaking insights.)
Methods for synthetic data generation include the Lancichinetti–Fortunato–Radicchi [21] method for
constructing benchmark networks with a priori known communities, and the Hoag-Thompson [22] Parallel
Synthetic Data Generator (PSDG). Lou et al. [23] also describe their use of synthetic transport trajectories
for testing the problem of matching low-sample-rate GPS data to real-life transportation networks, a
simulator used in conjunction with real-life data derived from GeoLife, a social network designed for
mobility-related research (see Appendix A).
A significant advantage of synthetic datasets is that we can bypass issues of privacy and digital ownership
rights with a degree of thoroughness exceeding that achievable using anonymisation techniques on realworld datasets. For some tasks, particularly those aimed at detecting phenomena such as plagiarism which
is both intentionally concealed and has significant privacy implications, construction of test corpora
containing simulated and/or artificial instances may be the only viable approach [12].
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4.4 BEYOND STATIC DATASETS - USER-CENTRIC EVALUATION
While the Cranfield paradigm and most subsequent evolutions of it are based on static datasets for the
obvious repeatability that this provides, research is being conducted in evaluating information access
systems on live data, including the web itself. An example of this is CLEF’s NewsREEL task, which first ran in
2014. NewsREEL builds on online advertising company Plista’s Open Recommendation Platform (ORP) to
allow task participants to put their recommendation systems “in the field”, suggesting news articles to reallife web users based on their current reading and evaluating them by the percentage of times the user
reads the suggested article (the click-through rate (CTR) metric) [24].
One of several interesting aspects of the NewsREEL task is how it takes advantage of a more direct metric
than ground-truth developed by numerous judgments that act as a proxy for an imagined end-user. Using
the behaviour of users as feedback to judge the effectiveness of different systems and designs is a very
common practice in industry, where A/B testing is widespread and companies have direct insights into what
their users are doing, yet for a variety of reasons, including privacy concerns, such feedback is not typically
made available for evaluation purposes.
CLEF’s Living Labs for IR (LL4IR) is an attempt to bring this direct user feedback system to a broader range of
systems in the information retrieval space [25]. First running in 2015, LL4IR provides an API that acts as a
bridge between commercial companies and IR researchers. Participant teams receive a pre-defined set of
commonly-seen training and test queries, along with documents that are deemed relevant by the
commercial partners. Participants can then upload, via the LL4IR API, their rankings for each of the test
queries, which are combined with the commercial partners own ranked results on a random but fairly
distributed basis. Participants’ rankings can then be evaluated and compared via the frequency with which
a user clicks on one of their results. From 2016, the Living Labs model was taken up by TREC as its
OpenSearch track.
4.4.1 SYSTEM ISSUES
How well a system performs at fulfilling some information need in an experimental setting is only one
aspect of evaluating its usefulness in a social big data context. In the real world, factors like speed, ease of
use, and cost of operation have significant influence on the impact and utility of a particular solution to
some problem. Breaking down and benchmarking such system issues, however, can be complex. The notion
of “speed” in a big data context, for example, could mean many things:
•
•
•
•

How long does it take for a system to bootstrap itself (e.g. in terms of training or indexing?)
How long does it take to answer a given set of queries?
How does the response time vary with the complexity of a given query?
How does the response time vary with the size of the dataset?

Meaningfully benchmarking these aspects of a system requires controlling for other environmental factors
such as the hardware that is used, but they are nonetheless measureable, and the increased availability of
cloud computing platforms such as Microsoft’s Azure and AWS has made doing so more tractable in recent
years.
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EVALUATION OF VISUAL ANALYTICS SYSTEMS
DIFFICULTY OF EVALUATION IN VISUAL ANALYTICS

Visual analytics aims to facilitate human insight from complex data via a combination of visual
representations, interaction techniques, and supporting algorithms. We shall refer to such combinations as
visual analytic systems. Evaluation of visual analytics systems is a challenging problem [26,27]. In machine
learning and data mining, there are standard classes of tasks, and researchers develop algorithms to cope
with this or that class of tasks. It is possible to create benchmark datasets for each task class and evaluate
algorithms by applying them to these data and comparing with others. This evaluation methodology is not
suitable for evaluation of visual analytics systems due to their essential differences from machine learning
algorithms. The most relevant difference is that visual analytics approaches are supposed to be developed
for non-standard problems and tasks, when the involvement of human analysts is strictly necessary. It is
commonly assumed that anything that can be standardised can be done by computers. This implies that
each visual analytics system is most often developed for a specific application and is therefore unique and
cannot be compared with other systems. Some approaches presented in the literature allow a certain
degree of generalization, i.e., possibility to be applied to similar data and tasks in other applications;
however, there are no cases that multiple systems are developed for a common class of tasks and
compared against each other.
Another difference is that a system usually consists of several components. It is necessary to evaluate not
only each component separately but also how they work together. Furthermore, the human analyst is
considered as the key component of the system. It is the analyst who is supposed to analyse data,
understand phenomena behind the data, and find solutions of problems. The remaining components must
properly support these activities. The goal of evaluating visual analytics systems is thus to determine how
well the human cognitive activities are supported by tools provided.
The specifics of visual analytics has the following implications for evaluation:
•
•
•
•

Systems have to be evaluated mostly on a case-by-case basis. Opportunities for comparative
evaluations using benchmark data and tasks are quite limited.
Evaluation necessarily involves human analysts.
Systems must be evaluated in application to non-trivial real problems and real or realistic data that
make sense and are relevant to analysts.
Analysts involved in evaluation must be knowledgeable in the application domain and capable of
performing non-trivial analyses and solving non-trivial problems.

The last statement further implies unfeasibility of performing large-scope experiments involving many test
participants who generate sufficient amounts of data for valid statistical analysis (such experiments are
typical in the research fields of information visualization and human-computer interaction; the former
evaluates the effectiveness of visual representations and interaction techniques, and the latter evaluates
the usability of user interfaces). Evaluation of visual analytics systems requires involvement of expert
analysts, who are limited in number, typically busy, and hard to access. On the other hand, judgements of
expert analysts and observation of their work can be much more relevant and useful than lots of data
generated by numerous casual test participants.
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APPROACHES TO EVALUATION OF VISUAL ANALYTICS SYSTEMS
INSIGHT-ORIENTED EVALUATION

As the major aim of visual analytics is to facilitate human insight, C. North and his colleagues propose a
methodology targeting at capturing and measuring insight [28,29]. They define an insight as an individual
observation about data by an analyst, a unit of discovery. To detect insights, they ask evaluation
participants to “think aloud” as they explore and analyse data. Due to the volume and rapidity of
observations reported, sessions need to be video recorded for further analysis. All observations mentioned
by participants are extracted, analysed, and assessed by the experiment conductor together with the test
participant. Particularly, the test participants assess the correctness and domain value of the insights.
Insights that lead to identifying domain-relevant hypotheses receive a special note. Directed insights are
distinguished from unexpected. The former answer specific questions of users and the latter are additional
exploratory or serendipitous discoveries that were not specifically being searched for. To make this
distinction, test participants are asked to identify specific questions they want to explore about the data set
at the beginning of the trial. Also, breadth insights (such as general trends) are distinguished from depth
insights (more focused and detailed). Insights are grouped into four main categories: overview, patterns,
groups, and details.
The performance of a visual analytics system is evaluated regarding the total number of insights, total
domain value of the insights, average time to first insight, average total time (until no new insight is gained),
occurrence of hypotheses and unexpected insights, presence and number of incorrect insights, proportions
of breadth and depth insights. It is also interesting to observe how insights accumulate over time. By these
metrics, systems that are capable to support similar tasks can be compared. The authors applied this
methodology to compare several systems applicable to gene expression data and time series in biology. The
authors acknowledge that this approach entails potentially long trial times and requires more effort from
the experimenters to capture the results.
5.2.2

INSIGHT-ORIENTED VS. TASK-BASED EVALUATION

North et al. [29] performed a comparative study of two different evaluation methods: the traditional
benchmark-task method adopted in information visualization and the insight method. The authors applied
the two methods to different groups of participants. The insight-oriented method required significantly
more total time than the task-based method. The data analysis process for the task-based method is more
straightforward than the insight method. The data analysis process for the insight method is more complex,
but the amount of empirical data collected for the insight method supports richer analysis options.
As the dependent variables for both methods are different, they provide different kinds of results. The taskbased method provides feedback in terms of accuracy and performance time. The insight method provides
feedback based on the types of data insights generated by a visualisation. The task-based methods evaluate
perceptual, mechanical task efficiency whereas the insight-oriented method evaluates the cognitive,
interactive learning efficiency. As the tasks are preselected in the task-based study, they provide feedback
that allows designers to judge accurately whether or not a visualization design supports a particular task.
The unguided insight method provides feedback at a higher level, suggesting what kinds of data analysis a
particular visualization method motivated, and thus how fruitful the visualization is. The fact that users did
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not perform certain analysis tasks with a visualisation does not necessarily mean that the task is not
supported, but that the visualization encouraged users to focus on other data analysis aspects.
The fundamental difference between the methods is in their treatment of user tasks, which impacts how
subjective bias enters the process. The task method forces experimenters to design benchmark tasks, which
prescribes the results and threatens ecological validity. The insight method lets users determine the tasks,
in the form of insights that they identify, requiring qualitative analysis to produce quantitative results,
which threatens repeatability. Through this, though, the insight-based method provided a way to capture a
realistic data analysis scenario and a wider range of comparison factors. A higher-level analysis such as
grouping insights into task categories enabled indirect comparison of the task and insight method results.
Thus, some participants of the insight-oriented test reported insights that were very similar to the
benchmark tasks used in the other group. Also, the authors found a correspondence between task
performance time and amount of insight. Visualizations that resulted in slower user performance time on a
task also produced fewer insights equivalent to that task. Likewise, visualizations that resulted in a faster
user performance time on a task also produced more insights equivalent to that task. This represents an
important discovery about how insight can occur: certain types of insights are generated when a
visualisation makes those types of insight quick to acquire.
The researchers found that the insight method results are a superset of the task method results. All of the
performance advantages and disadvantages detected by the task method are accounted for by differences
detected with the insight method. The task method did not detect any additional differences. The insight
method also detected all of the task categories used in the task method. On the other hand, the insight
method detected additional performance differences that the task method did not, even for task categories
that were specifically tested by the task method. Furthermore, the insight method found additional
important insight categories that had not been considered for the task-based method.
In conclusion, the authors say that the fundamental difference between the two methods creates a subtle
but important distinction between what they measure. The task method measures how efficiently a
visualisation supports a given task, whereas the insight method measures how much a visualization
promotes a given task to users.
Since the two methods provide different kinds of feedback, Gomez et al. [30] argue that evaluators who use
only one of these methods will miss details visible using the other. They describe an experiment in which
both methods were combined by alternating task fulfilment with free exploration and identify several
guidelines for conducting this kind of evaluation.
5.2.3

INFORMAL EVALUATIONS

The main problem of the insight-oriented evaluation method is the need to involve multiple expert users,
who are expected to spend quite much time not only in the experiment itself but also in the subsequent
analysis of the results. Experts are usually not easily reachable, and their time is limited and expensive.
Another problem is that this method is only suitable for comparative evaluations, when there are at least
two alternative systems with similar functionality that can be applied to the domain data and tasks. For a
system targeted at a specific application or a system enabling a sophisticated analytical workflow where
diverse types of data are combined or various data transformations performed, there may be no valid
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alternative to compare with. The existing commercially or openly available systems are not flexible enough
to enable joint analysis of different data types and transformations from one data types to another.
Due to these problems, informal evaluations are frequently used in visual analytics research. These typically
involve a few (sometimes even a single) domain experts. The evaluation is conducted through case studies,
in which the system is applied to examples of real domain problems, and the experts provide their
judgements of the usefulness and effectiveness of the system, identify usability issues, and suggest
directions for improvement.
5.2.4

EVALUATION USING EYE TRACKING TECHNOLOGY

Eye tracking has been recently gaining popularity in visualization research as a means of evaluating
visualization techniques. For evaluation purposes, one typically records the eye movements of study
participants when they perform a given task with a visual stimulus depicting some kind of data visualization.
It is thought that the measurement of spatio-temporal eye movement data may well be more diagnostic
than popular summative performance variables, such as completion time and accuracy, recorded in
traditional user studies. In addition, because eye movements are recorded in an ongoing basis throughout
the visualization task, they can provide insight into the process of working with a visualization environment
[33]. However, gaining an insight into people’s cognitive processes based on their gaze tracks is a
challenging problem. Enabling such insights is considered as a problem for visual analytics research, and
some researchers have proposed methods and tools for eye tracking data analysis. Blascheck et al. [34]
have developed a visual analytics system supporting joint analysis of thinking aloud protocols, interaction
logs, and eye movement data. While the system provides a useful combination of analytical tools,
interpretation of data and understanding of users’ behaviours is still a difficult, ill-defined problem.
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EVALUATION TOOLS

Ideally, for a particular task it should be possible for researchers to download everything they need to test
their systems and generate results in a format that can be easily compared with those of others. Typically,
this would include:
•
•
•
•
•

The dataset
Task definitions and/or queries
Ground truth data, such as labels or relevance assessments
Tools for aggregating results from individual tasks/queries into an overall result
Associated documentation of input/output formats

For example, TREC’s ad-hoc evaluation tool - TREC_Eval - compares the output from individual queries (in a
standard format) with the corresponding, manually-judged, relevance assessments and computes summary
results, such as average precision and precision at a number of different k levels. While the specifics of
report-generation tools will naturally vary according to the task at hand, standardising the generation of
metrics will make researchers lives easier and reduce scope for errors in cross-system comparisons.
SoBigData WP11 can contribute to a healthy evaluation ecosystem within the project by developing a
template evaluation “package” that researchers can re-use and modify for their own tasks. Such a template
could encourage researchers to answer questions such as:
•
•
•
•

Can others access our test dataset? If so, how?
If we are making modifications to a dataset to clean it up prior to testing, have we documented
how? Can the tools to do so be published and be made publically available?
Are our evaluation metrics well-defined and documented?
Can associated tools used for our (internal) evaluation purposes be published and made publically
available?

Answering such questions would not only go some distance toward ensuring that research is reproducible
and evaluation based on a solid methodological foundation, but could, for appropriate tasks, be repurposed as the basis of shared-task competitive evaluation workshops.
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SOBIGDATA TASKS

This section addresses each of SoBigData’s thematic clusters with respect to existing evaluation initiatives
that have commonalities.

7.1 TEXT AND SOCIAL MEDIA MINING
There exist a number of current evaluation campaigns that have a close relationship with the Text and
Social Media Mining cluster, particularly in the realm of IR and NLP. In 2017, two of the most wellestablished campaigns, TREC and CLEF, are running tasks dedicated to social media mining of some
characterisation, namely the former’s Real-time Summarisation1 [of Tweets] track and the latter’s Culture
Microblog Contextualisation challenge2. Looking forward to 2018 and beyond, CLEF’s status as an EU-based
organisation with open participation makes it a more promising potential venue to host SoBigData-oriented
workshop or labs. The Italian language specific EVALITA forum also has a strong focus on text and social
media mining.

7.2 SOCIAL NETWORK ANALYSIS
As a theme, social network analysis has, to date, been relatively underserved by formal evaluation
campaigns. This sparsity is likely due to the relative difficulty in obtaining realistic datasets and devising
tasks that can be competitively evaluated using a rich variety of approaches (for example, the lack of a
formal definition for a “community” within a social network makes the development of objective evaluation
metrics more difficult.) A number of separate initiatives, however, focus on tool development and
benchmarking for large scale networks, including SNAP and LDBC. This may present an opportunity for joint
activities derived from SoBigData’s research in areas such as network reconstruction and network
projection.

7.3 HUMAN MOBILITY ANALYTICS
Mobility semantic annotation - in general, the inference of behaviour from temporal and spatial information
of lower detail and varying resolution - is an area that seems well suited to formal competitive evaluation.
With GPS-enabled devices increasingly ubiquitous, huge amounts of geo-tagged information is generated
daily and a wide range of information extraction, retrieval, and analysis tasks can benefit from improved
techniques for interpreting and enriching this geospatial data.
One significant obstacle for this type of research, however, is the difficulty of obtaining representative,
annotated datasets for training and evaluation purposes. Privacy is the key concern: various studies [35,36]
have reviewed the difficulty of anonymizing user-based datasets without substantially reducing the data
mining utility they possess; as Narayanan and Shmatikov [37] write, “[a]ny information that distinguishes
one person from another can be used for re-identifying anonymous data”, typically via correlation with
other datasets that may, in and of themselves, also be anonymized. For mobility services specifically, de
Montjoye et al. [38] demonstrate the acuteness of the de-anonymization problem for location data
generated by GPS-enabled devices, finding that just four randomly-chosen geopoints from a dataset of 1.5
million people was sufficient to identify 95% of individuals.
1
2

http://trecrts.github.io/
http://clef2017.clef-initiative.eu/index.php?page=Pages/labs_info.php
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The creation of new datasets for the purposes of human mobility research is a logically complex and
expensive undertaking, typically requiring written consent from subjects, adherence to a number of privacy
laws and regulations, and the technical means to collect data from them (a process that is becoming more
difficult due to increased restrictions on popular smartphone platforms of which data can be harvested by
applications.) As a result, existing mobility datasets with large sample sizes, such as the Mobile Data
Challenge dataset [39], have relatively strict conditions of use and availability.
One approach to obtaining mobility data that has seen some success, albeit with some tendency towards
age bias, is the use of social services that in combination provide both geo-tagging and semantic labels. For
example, Wu et al. [40] use Foursquare checkins which are automatically posted to Twitter to crosscorrelate geo-tags with semantic information contained in the Tweet.

7.4 WEB ANALYTICS
Web analytics is relatively well-served by existing tracks in TREC and CLEF. In particular, the NewsREEL and
LL4IR tracks, focused on recommender systems and IR respectively, provide interesting templates for
evaluation mechanisms that integrate with existing web infrastructure to gain access to real user behaviour
in high traffic environments.
Additionally, the Business Intelligence Processes (BPI) workshop also shares the overlapping themes of data
management and search/retrieval with a stronger focus on event log analytics.

7.5 VISUAL ANALYTICS
Visual analytics aims to facilitate human insight from complex data via a combination of visual
representations, interaction techniques, and supporting algorithms. Unlike the other SoBigData tasks, visual
analytics does not focus on specific data types or sources. Visual analytics research deals with all kinds of
data and particularly addresses ill-defined problems that cannot be solved in automated ways but require
human understanding and reasoning. In SoBigData, visual analytics researchers demonstrate the use and
utility of visual analytics systems in data analysis scenarios within the SoBigData exploratories. Thus, in the
exploratory “City of citizens”, there are documents describing the analytical process focused on exploration
of time use by citizens based on their movement tracks. One of the documents is a published paper
describing the general approach, and another document contains step-by-step illustrated instructions on
using the proposed visual analytics workflow by example of tracks derived from georeferenced tweets. The
software that enables the workflow is available for downloading. Interested researchers can test the
effectiveness of the workflow and the tools involved by applying them to their own data.
The Visual Analytics Science and Technology (VAST) Challenge has been held annually since 2006. The VAST
Challenge provides an opportunity for researchers to experiment with realistic but not real problems using
realistic synthetic data with known events embedded. Since its inception, the VAST Challenge has evolved
along with the visual analytic research community to pose more complex challenges, ranging from text
analysis to video analysis to large-scale network log analysis. By posing specific problems and providing data
on new or under-addressed analytic problems, the VAST Challenge is also intended to help motivate
research into new analytic areas, as well as to help advance the sophistication of the types of problems that
the community can comfortably address. These datasets are made available publicly at the University of
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Maryland Visual Analytics Benchmark Repository3 [31] so that they can support continued research,
development, and evaluation. While there have been hundreds of entries submitted to the VAST Challenge
over the years, the datasets have been downloaded thousands of times for use by students, companies, and
researchers. Cook et al. [4] describe the organization of the Challenges and discuss several VAST Challenge
scenarios. Scholtz et al. [32] describe the evaluation criteria for the VAST Challenge submissions. Apart from
accuracy, an important aspect is the analytical process. The contestants are required to explain how they
arrived at their findings and answers to questions. Other important criteria are characteristics of
visualizations and interaction techniques regarding their helpfulness, intuitiveness, and scalability to large
datasets. To demonstrate interactions, contestants are required to provide short videos. An important
factor is also the clarity of the explanations.
VAST Challenge datasets and tasks potentially relevant to SoBigData:
•

•
•

VAST Challenge 2008
o Mini Challenge MC1 – Wiki editors: describe the social relationships of the editors of a Wiki
page with controversial contents
o Mini Challenge MC2 - Migrant Boats: illegal migration
o Mini Challenge MC3 - Cell Phone Calls: analyse social network structure of protest movement
participants
o Grand Challenge: combine data from different mini challenges to analyse the activities of the
protest movement
VAST Challenge 2009
o Mini Challenge MC2 – microblogging and social network analysis
VAST Challenge 2014
o Mini Challenge MC2 – Mobility and Patterns of Life Analysis
o Mini Challenge MC3 - Real-Time, Streaming Social Media

7.6 SOCIAL DATA
As a strand focused on high-level integrated understanding of disparate datasets, Social Data falls outside
what could be considered the ideal scope for competitive evaluation. The summarisation tasks that run as
part of several initiatives (TREC, NTCIR) perhaps provide the best template, especially those that do
contextual or update summarisation where axioms are iteratively refined through a stream of data.
The MediaEval campaign, while largely focused on multimedia (audio/visual) content analysis, has a
broader stated remit that incorporates multimodal approaches to a wide range of social and user-focused
questions. Hosted in conjunction with CLEF in 2017, future MediaEval events could provide a good forum
for SoBigData’s Social Data strand, providing suitable tasks could be devised.

3

http://hcil2.cs.umd.edu/newvarepository/benchmarks.php
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CONNECTION MATRIX

The following table highlights where areas of thematic overlap exist between SoBigData thematic clusters
and existing evaluation projects. Only extant projects are shown except in cases where test data is still
available and may be of use:

Text and Social Media
Mining
TREC

Social Network Analysis

Human Mobility
Analytics

Microblog

TAC
SIGIR

ERD Challenge

CLEF

GeoCLEF
Microblog
Contextualisation

PAN

Trust Detection

EVALITA

NEEL-IT
SENTIPOLC
FactA
PoSTWITA

MediaEval

SED

NTCIR

Temporal IR

FIRE

Microblog Track

RepLab

Reputation Dimensions

GeoCLEF

ROMIP
SNAP
VarDial

Various social network
graph datasets
Main track

VAST

Web Analytics
TREC

Web track
OpenSearch

TAC

Visual Analytics

Social Data
Real-time Summarisation
KB Population

SIGIR
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NewsREEL
LL4IR

PAN
EVALITA

NEEL-IT
SENTIPOLC
FactA

MediaEval

SED

NTCIR

Summarisation

FIRE
RepLab

Reputation Dimensions

ROMIP
SNAP

Various web network
datasets

Various graph
datasets

Various SN graph
datasets

VarDial
VAST
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CONCLUSIONS

In order to foster a successful culture of evaluation in SoBigData careful attention should be paid to the kind
of problems on which campaigns and initiatives will be focused. Such problems should ideally be drawn
from real-world needs of researchers studying sociological questions, should be broad enough and
interesting enough to permit significant variety and creativity in potential solutions, and of sufficiently
narrow scope that quantitative judging of solutions is practical. Creating and refining such tasks requires
that the project understand and realistically model its users, the questions they wish to answer, and the
methods of enquiry they employ, and formalising such user models on behalf of SoBigData researchers is
one area where WP11 could make a significant contribution.
Shared-task competitions that wish to attract participants should additionally seek to lower barriers to
entry as much as possible, ensuring that would-be participants are able to understand the structure and
rationale of a task, the important deadlines, how to obtain relevant data, and how to submit their results.
This is primarily a matter of effective administration and documentation to which WP11 can make
contributions in the form of web infrastructure, templates which task administrators can customise to their
own specific needs, guidelines for data packaging, and auditing of licenses, privacy restrictions, and terms of
use.
Most modes of competitive evaluation require a shared dataset and, depending on the task, ground truth
to accompany it. As we have discussed, while there are many large-scale datasets available (such as those
described in Appendix A), reusability is not always possible, since the difficulty and expense of creating
ground truth means that it is typically suitable only for certain narrowly focused tasks. In cases where
ground truth needs to be developed anew for specific tasks, forms of crowd-sourcing similar to Amazon’s
Mechanical Turk may provide a faster and more cost-effective method of doing so provided that
approaches to reducing errors are employed. We have also discussed other approaches to evaluation that
may be feasible for certain tasks, such as the use of temporal partitioned datasets and statistical validation.
Evaluation frameworks such as LL4IR that provide the ability to integrate with commercial systems and test
third-party components in real-time via user behaviour also show considerable potential for making certain
types of evaluation more tractable, and also scope for expanding their focus to a wider set of questions.
Of the SoBigData strands, Social Data and Mobility Analysis are perhaps most underserved by existing
evaluation initiatives relative to number of well-scoped tasks that could potentially be devised for each. This
is likely due - at least in part - to the difficulty of obtaining richly annotated datasets of significant size that
do not have highly restricted terms of use. For some tasks the use of small manually curated datasets,
synthetic data, or open social data such as Twitter may suffice. Other problems for which only inferential,
statistical, or experimental validation is practical may prove more difficult to study in a shared task context.
For SoBigData’s text and social media strands, well established evaluation campaigns such as TREC and CLEF
are likely to provide the most promising venues for shared-task workshops in 2018 and 2019, assuming
greater geographical and linguistic affinities than their Asian counterparts, FIRE and NTCIR. CLEF in
particular, as an EU-funded initiative, has strong cultural affinities with SoBigData and, despite its
eponymous focus on IR, regularly hosts or co-locates with campaigns with a more diverse topics, including
PAN and MediaEval.
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APPENDIX A: EVALUATION INITIATIVES
SoBigData does not, of course, exist in a vacuum and shares significant areas of overlap with both past and
current evaluation initiatives. The following section provides an overview of some notable initiatives and
summarises their areas of focus and datasets of which they make use.
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NOTABLE EVALUATION INITIATIVES

The National Institute for Standards and Technology (NIST) has been one of the foremost sponsors of
technical competitions in the information retrieval and extraction fields.

1.1 ACE [2000-2008]
The Automatic Content Extraction (ACE) program was started in 2000 by NIST as a successor to the MUC
programme. In addition to named entity recognition, the extraction of entity relationships and events were
subsequently added in 2002 and 2004 respectively. Extraction was also evaluated on noisy text inputs, such
as those derived from OCR and speech-to-text conversions. The final ACE was held in 2008.
1.1.1 DATASETS
ACE made use of a variety of datasets developed and annotated by the Linguistic Data Consortium (LDC):
1.1.1.1 ACE-2 VERSION 1
A test and developments sets of newswire and broadcast sources manually-annotated with named entities.
Available to non-members of the LDC for $1000.
1.1.1.2 TERN
Data prepared for ACE 2004’s Time Expression Recognition and Normalisation (TERN) task by annotating
newswire sources with temporal references (e.g. “a week last Tuesday”). Available to non-members of the
LDC for $1500.
1.1.1.3 REACE
Newswire and broadcast sources annotated with generic entity relationships (e.g. “person X lives at place
Y”. Available to non-members of the LDC for $800.

1.2 BPI [2005-PRESENT]
The Workshop on Business Process Intelligence began in 2005, focused on making use of statistical analysis
and data mining techniques to provide enhanced Business Process Management (BPM). The workshop is
typically
sponsored
by
a
commercial
partner
(Italian
DAM
vendor
Siav
in
2017.) http://www.win.tue.nl/bpi/doku.php?id=
1.2.1 TASKS
Each BPI workshop focuses on a single task.
1.2.1.1 2017
[The 2017 task consists of extracting what? From anonymised event log data provided by a particular
company.]
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1.3 CLEF [2000-PRESENT]
The Cross-Language Evaluation Forum was an offshoot of TREC’s 1997-1999 Cross-language Information
Retrieval (CLIR) track, prompted by the involvement (and interests) of European participants. The first CLEF
workshop was held in 2000, led by CNR Pisa and sponsored by DELOS. CLEF’s approach to multilingual IR
has been to incrementally ramp up the complexity of IR tasks, from monolingual to multilingual across an
increasing number of languages (Gonzalo and Peters, 2005). In the six years between TREC-6 and CLEF
2003, the performance of English-to-French multilingual retrieval increased by 34.4% relative to the best
French monolingual IR systems (Gonzalo and Peters 2005 p604).
1.3.1 TRACKS
CLEF has, since its inception, run a large number of different tracks, including:
1.3.1.1 AD-HOC
A continuation of the TREC track, with a number of variations.
1.3.1.2 QA
Cross-language question-answering.
1.3.1.3 GEOCLEF
GeoCLEF, piloted in 2005, was a track designed to evaluate retrieval of geospatial information (GIR) from
multilingual text.
1.3.1.4 LL4IR
The Living Labs for IR (LL4IR) track, running first in 2015, is intended to enable evaluation of result-ranking
IR systems via a bridging API that offers integration with commercial providers. [MORE]
1.3.1.5 NEWSREEL
The NewsREEL task, starting in 2014, challenged participants to provide real-time recommendations for
readers of news articles on the web. Through integration with advertising company Plista’s
OpenRecommendation platform, recommendation results could be evaluated via click-through rate.
1.3.1.6 EHEALTH
A CLEF lab that runs a number of tasks with a focus on electronic health care records. These include: “ad
hoc” IR with healthcare-specific queries; query variation, which challenges participants to cluster different
queries which relate to the same information need; and extracting structured information from free-text
shift handover notes. Datasets used include ClueWeb12 and the QUAERO French medical corpus.
1.3.2 DATASETS
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CLEF datasets are available from the European Language Resources Association (ELRA) Catalogue of
Language Resources (http://catalog.elra.info) but NOT FREE: available for 150/300EUR and 500/1000EUR
for academic and commercial members/non-members respectively.
1.3.2.1 CLEF AD-HOC
CLEF Ad-hoc testbed is a multilingual corpus of 1.8m news documents in 10 languages. It also includes
collections of scientific structured documents in German & French. The collection is intended for reusability and tested annually to ensure judgments derived from pooled assessment are statistically reliable
(Gonzalo and Peters 2005).

1.4 DUC [2001-2007]
The Document Understanding Conference (DUC) was an ARDA-sponsored conference series run by NIST
from 2001 to 2007 that focused on various types of document summarisation. These included: generating
summaries (~100 words) from single documents across multiple topics; generating single summaries from
sets of documents on the same topic; generating very short (~10 word) summaries; and generating
summaries from noisy/imprecise text (e.g. machine translations from Arabic to English.)
NIST used both manual and automated strategies for evaluating submissions, with grammatical wellformedness typically assessed by human judges and IR measures by comparison to model summaries using
NLP toolkits such as ROUGE (Nicolov, Mitkov 2000).
1.4.1 DATASETS
DUC used the TIPSTER and TREC datasets from 2001 to 2005 and the AQUAINT dataset in 2006 and 2007.
NIST also supplemented these datasets with human-derived model summaries for training purposes.

1.5 EVALITA [2007-PRESENT]
EVALITA, the Evaluation of NLP and Speech Tools for the Italian language, has held five meetings since 2007.
http://www.evalita.it
1.5.1 TASKS
1.5.1.1 SENTIPOLC
The Sentiment Polarity Classification task involved annotating Twitter messages as either positive or
negative. It ran in 2014 and 2016.
1.5.1.2 NEEL-IT
Named entity recognition and linking for Italian Tweets.
1.5.1.3 FACTA
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Event Factuality Annotation
1.5.1.4 POSTWITA
PoS-tagging for Italian Social Media texts

1.6 FIRE [2008-PRESENT]
The Forum for Information Retrieval Evaluation (FIRE) was founded as a South Asian counterpart to TREC
with a multilingual focus. Started in 2008, and since expanded to cover various domains in addition to pure
IR.
http://fire.irsi.res.in/fire/2016/home
1.6.1 TRACKS
1.6.1.1 MICROBLOG
Running for the first time in 2016, the FIRE Microblog track challenged participants to extract from a
collection of 50,000 tweets those that were relevant to a set of topics.
1.6.2 DATASETS
FIRE datasets are available on application via an Organisational Access form. A significant amount of corpus
and test query data is also available for public download.
http://fire.irsi.res.in/fire/static/data

1.7 INEX [2002-2014]
The INitiative for the Evaluation of XML retrieval (INEX) ran from 2002 to 2014 with the goal of improving
focused retrieval, that is, finding not just complete documents that match a given query, but the most
suitable part of a document, with document structure defined via XML.
1.7.1 DATASETS
1.7.1.1 INEX 2009 WIKIPEDIA
The INEX Wikipedia dataset was created from an October 8th, 2008 dump of Wikipedia content consisting
of 2,666,190 articles with an uncompressed size of 50.7GB. The data is publically available to download
from the Max Planck Institute:
http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/software/inex/

1.8 LDBC
The Linked Data Benchmarking Council is a membership funded non-profit company that started life as an
EU-funded 7th Framework project. It focuses on benchmarking performance of large-scale graph and social
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network analytics and semantic data processing and runs Technical User Community (TUC) meetings on a
roughly bi-annual basis.
While LDBC’s purpose is somewhat orthogonal to that of SoBigData (implementation benchmarking
rather than algorithm evaluation) there are nonetheless significant thematic overlaps between the two in
that both deal with social or graph-like data at scale.
1.8.1 DATASETS
As of 2017 LDBC hosts three distinct benchmarks “tracks”:
•

Graph Analytics

•

Semantic Publishing

•

Social Network

With an emphasis on evaluating performance rather than information extraction, the datasets used for
each of these benchmarks are typically synthetic and generated via various tools.
1.8.1.1 LDBC DATAGEN
Real-world test datasets representing large scale social graphs can be difficult to obtain and complicated
and time-consuming to annotate with groundtruth that enables the evaluation of graph algorithms
(Nettleton 2016).

1.9 MEDIAEVAL [2010-PRESENT]
MediaEval is focused on multimedia (audio, video, text, and social) data. Originating from the VideoCLEF,
which ran in 2008 and 2009, the first MediaEval workshop was held in 2010 and continue to this day.
1.9.1 TRACKS
1.9.1.1 PLACING
The placing task challenges participants to estimate the geographical location captured by a multimedia
object (photo or video.)
1.9.1.2 EVENT SYNC
Starting in 2014, the event sync task challenges participants to assemble a chronological timeline from a
variety of multimedia objects capturing the same event from different perspectives, using not just the
object’s content but also any attached metadata.
1.9.1.3 SOCIAL EVENT DETECTION
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Starting in 2011, the SED task challenges participants to locate in a large image collection individual images
that are relevant to specific events.
1.9.1.4 PREDICTING MEDIA INTERESTINGNESS
Starting in 2016, the Predicting Media Interestingness task challenges participants to identify parts of video
clips that viewers report as most interesting. Participants can take a multimodal approach incorporating
audio and text in addition to visual content.
1.9.2 DATASETS
1.9.2.1 YLI-GEO: PLACING TASK DATASETS
Consists of approximately 6 million photographs and 100,000 videos annotated with various feaures:
https://multimediacommons.wordpress.com/yli-geo-placing-task-datasets/
1.9.2.2 LIRIS-ACCEDE
Consists of “video excerpts with a large content diversity annotated along affective dimensions”. Available
from http://liris-accede.ec-lyon.fr/ with receipt of a EULA.
1.9.2.3 QUESST 2014
Consists of “23 hours or around 12.500 spoken documents in: Albanian, Basque, Czech, non-native English,
Romanian and Slovak (PCM encoded with 8 KHz sampling rate and 16 bit resolution). The spoken
documents (6.6 seconds long on average) were extracted from longer recordings of different types: read,
broadcast, lecture and conversational speech.”
http://speech.fit.vutbr.cz/software/quesst-2014-multilingual-database-query-by-example-keywordspotting
1.9.2.4 SED 2012
A 5.6GB collection of 160,000 images and accompanying event annotations created for the MediaEval 2012
Social Event Detection (SED) task. Available for download in four parts from:
http://skuld.cs.umass.edu/traces/mmsys/2013/social2012/
1.9.2.5 RESEED
A 21GB image dataset created for the MediaEval 2013 SED task consisting of 430,000 Flickr images
accompanied by textual annotations describing 21,000 social events.
Available for download from: http://skuld.cs.umass.edu/traces/mmsys/2014/user04.tar
1.9.2.6 USED
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A 40GB training set and 20GB test set consisting of 490,000 images from 14 different types of social event
(35,000 images per type.)
Available for download from: http://loki.disi.unitn.it/~used/

1.10 MUC [1987-1997]
The Message Understanding Conference was a series of seven workshops that began in 1987 and ran until
1997. Sponsored by DARPA, the participants were mainly defence contractors and the tasks tailored to the
needs of military, with the first two MUCs focusing on parsing information (e.g. named entities and events)
from military reports and subsequent MUCs on news articles.

1.11 MOBILE DATA CHALLENGE [2009-2011]
The Mobile Data Challenge (MDC) was a collaboration between Nokia’s Lausanne Research Centre and its
academic partners, Idiap and EPFL, in which 200 volunteers in the Lake Geneva region were provided with
GPS-enabled smartphones equipped with data collection software. Data collection began in October 2009
and concluded in March 2011.
1.11.1 TRACKS
The MDC included both an Open track, where participants could propose their own tasks, and a dedicated
track, which included the following tasks:
1.11.1.1 SEMANTIC PLACE PREDICTION
Participants were challenged to predict the semantic meaning of certain places visited by specific users in
the MDC dataset.
1.11.1.2 NEXT PLACE PREDICTION
Focused on predicting the next place a user would visit based on their location history.
1.11.1.3 DEMOGRAPHIC ATTRIBUTE PREDICTION
Participants were challenged to predict the demographics of users based on their location history.
1.11.1.4 DATASETS
1.11.1.5 MDC DATASET
The Mobile Data Challenge (MDC) dataset consists of location (GPS) data collected from 200 smartphoneequipped individuals who participated in the Lausanne Data Collection Campaign, which was run by Nokia
starting in 2009. The dataset is available to research institutions and non-profit entities with fairly strict
conditions: https://www.idiap.ch/dataset/mdc/download

1.12 NTCIR [1998-PRESENT]
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The National Institute for Informatics Testbeds and Community for Information Access (NTCIR) was started
in 1998 as a version of TREC with a focus on Japanese and other Asian languages, as well as cross-language
IR.
1.12.1 TRACKS
1.12.1.1 TEMPORAL IR
NTCIR has hosted temporal IR tasks since the GeoTime task in NTCIR-8. The GeoTime task focused on IR
with temporal and spatial constraints (such as when and where some event occurred), using Japanese
documents from the ACLIA dataset and English documents from the MOAT dataset. The Temporalia task in
NTCIR-11 and 12 sought to more systematically disambiguate temporal categories such as past, recent past,
future, and atemporal, and used the LivingKnowledge dataset created by the Internet Memory Foundation
(see section 2.3).
1.12.1.2 SUMMARISATION
The NTCIR summarisation task has run since 2001, initially targeting the summarisation of Japanese articles
from 1998-1999 editions of the newspaper Mainichi.
1.12.2 DATASETS
Unless otherwise stated, NTCIR datasets are available free of charge from NII on receipt of a test collection
application form and user agreement.
1.12.2.1 NTCIR-1
Approximately 340,000 Japanese abstracts from the Academic Conference Paper Database (1988-1997),
187,000 of which have English counterpart translations. http://research.nii.ac.jp/ntcir/permission/permen.html - ntcir-1
1.12.2.2 NTCIR-2
Approximately 400,000 abstracts from the Academic Conference Paper Database (1997-1999), with 130,000
in English. For use with NTCIR-1. http://research.nii.ac.jp/ntcir/permission/perm-en.html#ntcir-2
1.12.2.3 NTCIR-3 CLIR
IR test collection consisting of over 690,000 newspaper articles from 1994-1999 in English, Japanese,
Chinese, and Korean.
1.12.2.4 NTCIR-3 WEB
Web search test collection consisting of 100GB of website data crawled from the .jp top-level domain (TLD)
in 2001.
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1.12.2.5 NTCIR-5 WEB
Web search test collection consisting of 1.3TB of website data crawled from the .jp TLD in 2004.
1.12.2.6 QCA
Community QA Test Collection: http://research.nii.ac.jp/ntcir/permission/ntcir-8/perm-en-CQA.html
1.12.2.7 ACLIA
The Advanced Cross-Lingual Information Retrieval and Question Answering dataset consists of news articles
from 1998-2001 in simplified Chinese, traditional Chinese, and Japanese:
http://research.nii.ac.jp/ntcir/permission/ntcir-7/perm-en-ACLIA.html
1.12.2.8 MUST
The Multiomodal Summarization for Trend Information (MuST) test collection is a corpus of 701 Japaneselanguage newspaper articles from 1998-2001 annotated with key sentences and named entities:
http://research.nii.ac.jp/ntcir/permission/ntcir-7/perm-en-MuST.html
1.12.2.9 MOAT
The Multilingual Opinion Analysis Test collection, consisting of newspaper articles in Japanese, Chinese, and
English, annotated with opinion data (e.g. the opinion summarised as a text string) and sentiment polarity
judgments: http://research.nii.ac.jp/ntcir/permission/ntcir-7/perm-en-MOAT.html

1.13 PAN [2010-PRESENT]
PAN is a series of task-based workshops focused on digital forensics. PAN has been hosted by both CLEF and
FIRE since 2010.
1.13.1 TASKS
1.13.1.1 AUTHORSHIP IDENTIFICATION & PROFILING
A task which given a corpus of texts aims to identify those that share the same author. PAN’s author
profiling tasks, which ran from 2013, focused on detecting demographic information about the authors of
texts, such as their age, gender, and various personality characteristics. A variation of the detection task is
Author Obfuscation, where the goal is to alter a document to prevent the author being identified.
1.13.1.2 TEXT REUSE DETECTION
A task which aims to detect instances of plagiarism of various types, including: determining a source
document for a plagiarised text; determining whether a document has been written by multiple authors;
cross-language plagiarism detection; and source-code plagiarism detection.
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1.13.1.3 CROSS-LANGUAGE STORY IDENTIFICATION
Given a set of texts in multiple languages, identify those texts that share a common story.
1.13.1.4 TRUST/QUALITY DETECTION
A task in which the goal is to determine whether a change to a given text (e.g. Wikipedia articles)
constitutes vandalism.
1.13.2 DATASETS
1.13.2.1 PAN-PC-11
A corpora of ~27,000 documents derived from Project Gutenberg books, divided evenly into sources for
plagiarism and simulated plagiarised texts of various characteristics and degrees. It is freely available to
download from Bauhaus-Universität Weimar:
https://www.uni-weimar.de/en/media/chairs/webis/corpora/corpus-pan-pc-11/

1.14 REPLAB [2012-2014]
An evaluation forum for Online Reputation Management, RepLab ran from 2012 to 2014, hosted by CLEF.
1.14.1 TASKS
1.14.1.1 REPUTATION DIMENSIONS
A task based around classifying Tweets by “reputational dimension”, a ranked set of categories pertaining
to how a reputation is shaped by information.
1.14.2 DATASETS
1.14.2.1 REPLAP 2013
A dataset consisting of 142,000 Tweets referring to 61 entities, retrieved between 1st June and 31st Dec
2012. Tweets are manually categorised according to reputational dimension. The dataset is freely
downloadable at: http://nlp.uned.es/replab2014/replab2014-dataset.tar.gz

1.15 SNAP
The Stanford Network Analysis Project (SNAP) is dedicated to the development of an eponymous software
library for the analysis of large real-world graph data. SNAP also holds workshops on network-related topics
and hosts a number of large graph datasets.
1.15.1 DATASETS
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SNAP hosts a large number of real-life datasets sourced from various networks with some notable examples
listed below. Unless otherwise stated the following SNAP datasets are all freely downloadable from the
project’s dataset page.
1.15.1.1 FRIENDSTER
An undirected graph sourced from defunct social network Friendster, consisting of 65.6 million nodes, 1.8
billion edges, and 957,000 communities, along with groundtruth identifying the communities.
1.15.1.2 SKITTER
An undirected graph of 2005 internet topology, consisting of 1.7 million nodes and 11 million edges.
1.15.1.3 STACKOVERFLOW
A temporal graph of the question/answer site Stackoverflow, consisting of 2.6 million nodes, 36 million
static edges, and 63 million temporal edges.

1.16 SIGIR WORKSHOPS
In addition to its conference activities, ACM SIGIR regularly hosts workshops with aspects of competitive
evaluation. Examples include:
1.16.1.1 ERD
The Entity Recognition and Disambiguation challenge.
1.16.1.2 AMAZON/LIBRARYTHING BOOK CORPUS (2011-2014)
A 7.1GB collection of marked up eBooks, available to download with receipt of an organisational licence
agreement: http://inex.mmci.uni-saarland.de/data/nd-agreements.html

1.17 TAC [2008-PRESENT]
The Text Analysis Conference (TAC) was founded by NIST in 2008 with with goal of furthering research into
Natural Language Processing (NLP) and document understanding.
Like TREC, TAC runs a variety of different tracks focus on specific areas of text analysis.
1.17.1 TRACKS
1.17.1.1 RTE
The Recognising Textual Entailment (RTE) track ran from 2008 until 2011 with the goal of detecting
relationships between pieces of text, such as where one text fragment leads to (“entails”) another.
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1.17.1.2 KNOWLEDGE BASE POPULATION
TAC’s Knowledge Base Population track (2009-2016) focused on the population of knowledge bases from a
document corpus, involving fact extraction and entity recognition.
1.17.1.3 SUMMARISATION
The TAC summarisation track was a continuation of the DUC and began in 2008 with two distinct tasks: to
update an existing summary from one document set based on new information in a second document set;
and to write summaries of opinions from blog posts. Subsequent TAC’s added the Automatic Evaluation of
Summaries of Peers (AESOP) task, which aimed to advance the state-of-the-art in automated summary
evaluation; a Guided Summarisation task, in which summary topics were provided in advance; a
multilingual summarization task; and various tasks which focused on specific domains.
1.17.2 DATASETS
TAC principally makes use of the AQUAINT-2 and Blog06 datasets described above, but also used:
1.17.2.1 RTE 1-3
Datasets for TAC’s RTE tracks from 2008-2010 are freely downloadable. The data consists of a development
set, comprising 800 pairs of text fragments labelled with their entailment relationship, and an otherwise
similar but unlabelled test set: https://tac.nist.gov/2008/rte/past_data/index.html

1.18 TREC [1992-PRESENT]
The Text REtrieval Conference (TREC) is perhaps the best-known and almost certainly most influential
evaluation initiative. A series of workshops begun in 1992, TREC was an offshoot from NIST’s work
assembling a test collection for a DARPA information retrieval application project called TIPSTER. The initial
test collection, based on the Cranfield model, consisted of a large number of full-text documents, encoded
in SGML, and a set of 50 IR requests (topics in TREC parlance) which contained not just a single query string
but also a longer description of the topic’s intent and a “narrative” describing documents that would fulfill
it. This request specification allowed human arbiters to make relevance more accurate and precise
relevance judgments on document ranking for documents returned by IR systems [Harman]. While the test
collection continued to evolve in terms of both the document sets and query requests used, this general
template formed the basis for what became known as the classic TREC Ad hoc evaluations, which ran from
1992 until 1999.
The availability of large, realistic test collections was a watershed moment in IR research. According to NIST,
the first six years of workshops resulted in a doubling of IR performance and, as Google’s Chief Economist
Hal Varian writes on the company’s blog, the existence of a “standard, widely available, and carefully
constructed set of data laid the groundwork for further innovation in [the IR] field” [1].
TREC has consistently pushed the boundaries of IR research, particularly where the size of the test
collections is concerned. Karen Spärck Jones, herself a pioneering researcher in IR and one of the originators
of the pooling method of ground-truth derivation, described the 1992-93 collection of over 1 million total
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documents as constituting “a completely new test environment for the field” [2]. It is notable that even this
first test collection for TREC-1, consisting of articles and abstracts from the Wall Street Journal, Associated
Press, Computer Selects, the US Department of Energy, and the Federal Register, took, at 2GB, considerably
greater capacity to store, let alone index, than was available to most researchers at the time.
From its initial singular focus on the ad hoc collection, TREC expanded into various “tracks”, each with tasks
based on a different aspect of IR. These tracks included: noisy (e.g. OCR output) text retrieval; video
retrieval (TRECvid); cross-language IR (CLIR, later CLEF, see below); and retrieval from huge, “web-like”
corpuses such as the ClueWeb09 dataset used for the “Million Query” test, described below in section
1.18.1.11.
[1] Varian, Hal. Why data matters. Official Google Blog n.d. https://googleblog.blogspot.com/2008/03/whydata-matters.html (accessed August 29, 2017).
[2] Sparck Jones K. Reflections on TREC. Proceedings of the Second Conference on Text Retrieval
Conference, Elmsford, NY, USA: Pergamon Press, Inc.; 1995, p. 291–314.
1.18.1 TRACKS
In addition to the core ad-hoc search task, TREC pioneered the creation of a number of additional taskbased offshoots, termed tracks. Notable examples include:
1.18.1.1 CONFUSION
The confusion track initiated in TREC-5 was intended to test the ability of IR systems to handle “noisy” text
with a high incidence of character errors, representative of the output of OCR and speech to text systems.
1.18.1.2 MICROBLOG
Tweets2011 corpus (16 million Tweets over a two week period). After 2013 used a much larger, 213 million
Tweet corpus available directly through Twitter’s search API, on receipt of an API access token from NIST.
1.18.1.3 WEB
The web task was founded to reflect the needs, scale, and user expectations of web search when compared
with the high-recall assumptions made by the designers of the original ad hoc evaluations, particularly the
importance of ranking over retrieving every possibly-relevant document (precision, as opposed to recall.) In
addition to greatly expanding the size of the document corpus, the web track also incorporated experience
from live web search engines, such as using real user queries as the basis of the test requests (Harman,
p38).
1.18.1.4 TERABYTE
A continuation of the Web track with the goal of developing and running evaluation on a more realistically
“web-scale” corpus.
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1.18.1.5 CLIR
The Cross-Language Information Retrieval (CLIR) track was started in TREC-6 with the goal of testing
retrieval of documents in different languages from that of the query request. Initially using Spanish and
Chinese, the number of languages increased over time with the involvement of more European participants,
leading to CLIR eventually being spun off into the Cross-Language Evaluation Forum (CLEF) campaign from
2000.
1.18.1.6 VIDEO
The TREC video track ran in 2001 and 2002 and targeted automatic content retrieval and tasks such as
scene detection from motion video sources. From 2003 it became TRECvid evaluation campaign.
1.18.1.7 QA
TREC’s Question Answering (QA) track was started in 1999 and challenges participants to match a question
with its exact answer, drawn from a particular corpus of documents, rather than the documents themselves
as a ranked list. Evaluation used string-matching tools to account for differences in the precise structure of
the system-provided answer.
1.18.1.8 TEMPORAL SUMMARISATION
The Temporal Summarisation (TS) track ran from 2013 to 2015 and involved monitoring a stream of event
updates and providing a real-time summary of them.
1.18.1.9 REAL-TIME SUMMARISATION
A merger of the Temporal Summarisation and Microblog tracks from 2016, the Real-time Summarisation
(RTS) track targeted systems that monitor real-time streams of data (e.g. Twitter) for data for relevance to
certain topics.
1.18.1.10

BLOG

Ran from 2006-2008, initially with a task to find all blog posts and comments that contained an opinion on a
given topic. Later task aimed to find entire blogs that would be a good match for a given topic.
1.18.1.11

1MQ

The Million Query (1MQ) track ran from 2007 to 2009 and served as a dual IR/crowdsourcing task,
challenging participants to both run a large number of queries on a large document corpus (initially GOV2,
then ClueWeb09), and to produce relevance judgments on a subset of query/document pairs. The precise
manner in which participants were to do this was unspecified, but it was assumed that the large number of
relevance judgments to be assessed across document/query pairs would make necessary the use of
crowdsourcing methods such as Amazon’s Mechanical Turk.
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CROWDSOURCING

TREC’s Crowdsourcing track ran from 2011 to 2013. Participants were invited to crowdsource (via means of
their choosing) relevance judgments for document/query pairs drawn from: the ClueWeb09 dataset (2011),
Flickr images and newswire articles (2012), and ClueWeb12 (2013).
1.18.1.13

OPENSEARCH

OpenSearch adopts the Living Labs framework from CLEF’s LL4IR track also focusing on search ranking.
1.18.2 DATASETS
Data for the current TREC tracks is only available to registered participants. A large amount of TREC data is
derived from commercial material and thus can only for used for research purposes with receipt of
organizational agreements that restrict use and sharing of the data. However, with such an agreement a
variety of datasets from past TRECs are downloadable from NIST:
1.18.2.1 TIPSTER
The core of the TREC-1 dataset (named TIPSTER after the DARPA program with which the collection was
jointly developed) consisted of roughly 3.2GB of data drawn from the WSJ, DoE, AP, Federal Register, San
Jose Mercury, the U.S. Patents Office, and Computer Selects. The TIPSTER selection is also known as disks 13 in the TREC Ad-Hoc datasets in use from 1992-1999.
1.18.2.2 TREC
The TREC dataset consists of roughly 2.1GB of documents drawn from the Financial Times, Federal Register,
Foreign Broadcast Information Service, the Congressional Record, and the LA Times. Also known as disks 4
and 5 of the TREC Ad-Hoc datasets in use from 1992-1999, the TREC dataset is additionally available to the
general public from the NIST Reference Data Library for $180 ($90x2).
1.18.2.3 AQUAINT
The AQUAINT dataset consists of roughly 3GB of English language articles drawn from the New York Times,
AP, and the Xinhua News Service. It is available for free to members of the Linguistic Data Consortium, and
at $300 for non-members.
1.18.2.4 AQUAINT-2
The AQUAINT-2 dataset consists of roughly 2.5GB of English language articles drawn from the AgenceFrance Presse, LA Times-Washington Post, Central News Agency (Taiwan), AP, and the Xinhua News Service.
It is available for free to members of the Linguistic Data Consortium, and at $500 for non-members.
1.18.2.5 GOV2
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The GOV2 dataset consists of approximately 25 million documents of various types derived from a crawl of
the .gov TLD in 2004. It is distributed on hard-disk by the University of Glasgow for £650.
1.18.2.6 BLOG06
The Blog06 data consists of 148GB of blog data (RSS feeds, permalink entries (blog posts) and homepages)
collected by the University of Glasgow from December 6th, 2005 to February 21st, 2006. The collection is
available on a hard-disk with receipt of an organisational agreement for £500.
1.18.2.7 BLOG08
The Blog08 data consists of 2.25TB of blog data (RSS feeds, permalink entries (blog posts) and homepages)
collected by the University of Glasgow from January 14th, 2008 to February 10th, 2009. The collection is
available on a hard-disk with receipt of an organisational agreement for £600.
1.18.2.8 CLUEWEB09
The ClueWeb09 dataset consists of approximately one billion web pages in 10 languages. Distributed by
Carnegie Mellon University for research purposes, the dataset is available for $380, which includes the two
3TB hard-disks onto which the full 25TB dataset is compressed. https://lemurproject.org/clueweb09/
1.18.2.9 CLUEWEB12
The ClueWeb12 dataset consists of 733 million English web pages. Like ClueWeb09, it is distributed by
Carnegie Mellon University for $380 including two 3TB hard-disks. https://lemurproject.org/clueweb12/
1.18.2.10

TWEETS2011

Consists of a list of unique identifiers for 16 million Tweets from January 23rd to February 8th 2011. The
actual Tweets themselves need to be downloaded by the user themselves using Twitter’s API. Available on
receipt of a NIST data usage agreement.
1.18.2.11

KBA STREAM CORPUS

Available with receipt of either and organisational or individual agreement. Genuinely Big Data, teams cope
with by indexing in hourly chunks. Concatenated Thrift messages. Over 1 billion data items in 2.2 million
chunk files from Arxiv, social media, blogs, news, forums etc. 41% in English, remainder various languages:
•

http://trec.nist.gov/data/kba.html

•

https://github.com/diffeo/streamcorpus

•

http://streamcorpus.org/

•

http://groups.google.com/group/streamcorpus

D11.1 Evaluation Framework Design and Positioning

Page 51 of 75

SoBigData – 654024

www.sobigdata.eu

1.19 VARDIAL [2014-PRESENT]
The workshop on NLP for Similar Languages, Varieties and Dialects (VarDial) has held meetings each year
since 2014 and focuses on language analysis tools such as lexers, taggers, and syntactic parsers. In 2017 it
organised an evaluation campaign with four shared tasks: Discriminating between Similar Languages (DSL);
Arabic Language Identification (ADI); German Language Identification (GDI); and Cross-lingual Dependency
Parsing (CLP) (Zampieri et al. 2017). http://ttg.uni-saarland.de/vardial2017/
1.19.1 DATASETS
1.19.1.1 DSLCC
The Detecting Similar Languages Corpus Collection (DSLCC) consists of 22,000 short news text excerpts for
each of six language varieties, where a variety is a set of two or three similar languages:
•

Bosnian/Croatian/Serbian

•

Indonesian/Malay

•

Brazilian/European Portugese

•

Argentinian/Peruvian/Castilian Spanish

•

Canadian/Hexagonal French

•

Persian/Dari

1.20 VAST
The Visual Analytics Science and Technology (VAST) Challenge can be considered as an evaluation initiative
in the area of Visual Analytics; see, e.g: http://www.vacommunity.org/VAST+Challenge+2017. The VAST
Challenge is an annual contest with the goal of advancing the field of visual analytics through competition.
The VAST Challenge is designed to help researchers understand how their software would be used in a
novel analytic task and determine if their data transformations, visualizations, and interactions would be
beneficial for particular analytic tasks. VAST Challenge problems provide researchers with realistic tasks and
data sets for evaluating their software, as well as an opportunity to advance the field by solving more
complex problems. Submissions are processed much like conference papers, contestants are provided
reviewer feedback, and excellence is recognized with awards. A day-long VAST Challenge workshop takes
place each year at the IEEE VAST conference to share results and recognize outstanding submissions. Short
papers are published each year in the annual VAST proceedings. Over the history of the challenge,
participants have investigated a wide variety of scenarios, such as bioterrorism, epidemics, arms smuggling,
social unrest, and computer network attacks, among many others [4].
Researchers and software providers have repeatedly used the data sets from throughout the life of the
VAST Challenge as benchmarks to demonstrate and test the capabilities of their systems. The ground truth
embedded in the data sets has helped researchers evaluate and strengthen the utility of their visualizations.
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The Human-Computer Interaction Lab at the University of Maryland (USA) maintains a Visual Analytics
Benchmark Repository: http://hcil2.cs.umd.edu/newvarepository/benchmarks.php. Benchmarks contain
datasets and tasks, as well as materials describing the uses of those benchmarks (the results of analysis,
contest entries, controlled experiment materials etc.) Most benchmarks contain ground truth described in a
solution provided with the benchmark, allowing accuracy metrics to be computed. In particular, the
repository contains data and tasks of the VAST Challenges from 2006 till 2015.

D11.1 Evaluation Framework Design and Positioning

Page 53 of 75

SoBigData – 654024

2

www.sobigdata.eu

ADDITIONAL TEST COLLECTIONS/REPOSITORIES

2.1 CRAWDAD
The Community Resource for the Archiving of Wireless Datasets at Dartmouth (CRAWDAD) is a repository of
datasets and tools related to wireless networking and mobility. As of early 2017 it contains 120 datasets.
http://crawdad.org/

2.2 GEOLIFE
The GeoLife project was a location-based social network started by Microsoft Research Asia in 2007 to
generated data for mobility research. The service offered users various ways to interact with, share, and
visualise their location history. The dataset consists of some 17,621 timestamped trajectories logged by 182
users over a five year period, mostly, but not exclusively, in China. Annotations exist labelling the mode of
transport (walk, car, bus, etc) for the trajectories of 73 users.
https://www.microsoft.com/en-us/research/project/geolife-building-social-networks-using-humanlocation-history/

2.3 LIVINGKNOWLEDGE SUBCOLLECTION
Consists of 3.8 million documents collected from 1,500 blogs and news sources around the web from March
2011 to May 2013. The collection was created for the LivingKnowledge FP7 project and is distributed for no
charge by the Internet Memory Foundation.
http://internetmemory.org/en/index.php/news/free_downloadable_collection_for_research_purposes

2.4 QUAERO FRENCH MEDICAL CORPUS
A corpus of EMEA (European Agency for the Evaluation of Medical Products) documents and Medline
journal articles manually annotated with entities such as drugs, procedures, anatomy, medical disorders,
and geographic locations. The corpus is licenced under the GNU Free Documentation License (GFDL) and
publically available for download from: https://quaerofrenchmed.limsi.fr/

2.5 UC IRVINE ML REPOSITORY
UCI maintains the Machine Learning (ML) Repository of contains, as of early 2017, a total of 360 datasets
intended for various artificial intelligence tasks such as classification, regression, and clustering. [PICK OUT
SOME NOTABLE DATASETS]
http://archive.ics.uci.edu/ml/datasets.html
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APPENDIX B: EVALUATION FRAMEWORK FOR SOCIAL
DATA MINING
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INTRODUCTION
BACKGROUND

The purpose of the evaluation framework is to describe the existing approaches and means for assessing
the efficacy of analytical algorithms and procedures (further jointly referred to as “algorithms”) in
standardized ways. The evaluation criteria include
●

●

●

Quality criteria
○ Accuracy /error rate
■ Accuracy of model fit
■ Accuracy of model prediction
○ Robustness, i.e., stability of results (vs. unacceptable sensitivity)
■ to minor variations or noise in input data
■ to variations in parameter settings
Criteria regarding the use of resources
○ Computational complexity
○ Computation time (speed)
○ Memory requirements
○ Scalability with regard to the data amount
○ Sizes of training and test datasets
Usability criteria
○ Interpretability vs. model complexity
○ Ease of integration with other components
○ Ease of use (regarding data preparation, parameter setting, …)
○ User-friendliness

The most common approach to evaluation of analytical algorithms is application of the algorithms to test
datasets for which “ground truth” is available, i.e., the expected result of the analysis is defined. Typically,
“ground truth” has the form of annotations (labels) specifying the correct category of each data item or
correct value of some attribute. Collection or creation of test datasets involves much effort. When such a
dataset is created, a good practice is to make it publicly available, so that other researchers can use it for
evaluating their algorithms and comparing with other existing algorithms. Many test datasets are now
available. Each of them is suitable for a particular type of data and particular class of algorithms.

1.2

CONTENT AND ORGANIZATION OF THIS DOCUMENT

This document provides a catalogue of
•
•
•

methods and publicly available tools for algorithm assessment;
existing test datasets suitable for evaluating algorithms used in social studies;
tools and/or instructions for preparation of other test datasets.

The catalogue is organized according to
●

types of data that are relevant to social studies, specifically:
○ text analysis
○ network analysis (particularly, social network analysis)
○ mobility analysis
○ Web use analysis
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classes of analysis tasks for each data type

The following sections correspond to the data types. For each data type, the type-specific classes of tasks
are defined and the corresponding resources for algorithm evaluation (test datasets, tools, methods,
instructions, etc.) are given.
Besides the criteria for the assessment of algorithm efficacy, ethical criteria play an important role in social
studies. Therefore, this document also contains a section dedicated to the ethical criteria.
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EVALUATION OF ALGORITHMS FOR TEXT ANALYSIS

2.1

CLASSES OF TEXT ANALYSIS TASKS

Summarisation: The process of distilling a piece of text down to its most important points. Summarisation
algorithms can be general (designed to summarise arbitrary texts) or tailored for specific domains, e.g.
articles concerning the efficacy of particular drugs. Multi-document summarisation involves extracting and
de-duplicating the most salient points from a set of documents in order to most accurately and succinctly
represent their informational content. Generated summaries can either be structured and annotated, or
freeform text.
Sentiment analysis: The process of categorizing a set of documents within a collection according to whether
they express a positive, negative, or neutral viewpoint (possibly with finer granularity.) Additionally,
sentiment analysis algorithms may also extract the rationale for a given sentiment.
Polarized User and Topics Tracking: The focus is on polarizing classes, i.e., those subjects that require the
user to side exclusively with one position. Given a stream of user-generated content (e.g. microblog posts),
the task requires to classify users and key-words into polarizing classes. The classification maybe iterated
over time in order to track polarized users and topics over time.

2.2
2.2.1

METHODS AND TOOLS FOR ALGORITHM ASSESSMENT
SUMMARISATION

Evaluating the output of summarisation algorithms typically involves comparison to human-authored
ground truth summaries. This in itself can be a challenge due to the difficulty of performing qualitative
comparisons between unstructured texts.
Steinberger and Ježek (2009) [1] provide an overview of what constitutes a good summary in terms of text
quality, co-selection, content-based, and task-based evaluation measures. Text quality measures are
predominantly characteristics such as grammar, clarity, and coherence that must, at present, be manually
assessed. Co-selection compares the F-score of sentences within the generated summary relative to a goldstandard summary, which, when combined with information as to which sentences from the source
documents have the most utility, can provide a score that is more consistent with a human judge than
those just based on precision and recall. Content-based measures use techniques such as cosine similarity,
subsequence overlap, and N-gram co-occurrence to compare summaries in which semantically equivalent
sentences might be constructed differently. Finally, task-based measures attempt to perform a concrete
task - such as IR, categorization, or answering questions - using generated summaries and score their
effectiveness at doing so. Steinberger and Ježek additionally propose Latent Semantic Analysis (LDA) as an
automated statistical technique for performing summary evaluation.
Past evaluation campaigns like DUC have used the ROUGE summary evaluation toolkit to compare
submitted and model summaries, using metrics such as ROUGE-SU4 which measures both unigram and
skip-bigram co-occurrence [2].
References:
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[1] http://www.cai.sk/ojs/index.php/cai/article/viewFile/37/24
[2] Nicolas Nicolov, and Ruslan Mitkov. Recent Advances in Natural Language Processing. Vol. 2. John
Benjamins Publishing Company, 2000. p148
2.2.2

SENTIMENT ANALYSIS

With sentiment analysis treated as a supervised learning task, evaluation can be approached in the
standard manner by using a portion of training data as a test and cross-validation sets. Dictionary methods,
which associate particular words with positive or negative sentiments, can also be employed both as a
classification technique, and as validation for classifications generated via other means (see Grimmer and
Stewart (2013) [1].
References:
[1]
https://academic.oup.com/pan/article/21/3/267/1579321/Text-as-Data-The-Promise-and-Pitfalls-ofAutomatic
2.2.3

POLARIZED USER AND TOPICS TRACKING

This is basically a classification task, and therefore evaluation can be conducted with usual classification
metrics such as Precision, Recall and F-Measure. In some contexts, such as online social networks, obtaining
a ground truth may require a manual labelling. Automated labeling can be achieved by exploiting some
strong signals as in [1].
References:
[1] Coletto, M., Lucchese, C., Orlando, S., and Perego, R. Polarized user and topic tracking in twitter. In SIGIR
’16: Proceedings of the 39th International ACM SIGIR Conference on Research and Development in
Information Retrieval (2016).

2.3
2.3.1

AVAILABLE TEST DATASETS FOR TEXT ANALYSIS ALGORITHMS
SUMMARISATION

The Document Understanding Conference (DUC) 2002 included a summarisation task and provide
manually-created summaries. The data is available with receipt of the NIST ACQUAINT agreement [1].
The Text Analysis Conference (TAC) provides test data for their 2011 summarisation track in the form of
newswire documents covering some 44 topics in 5 broad categories. However, since submissions were
manually assessed, no ground-truth summaries were provided. An alternate TAC task running for 2010 and
2011 was the AESOP (Automatically Evaluating Summaries of Peers) task involved generating numerical
scores for peer summaries, with and without a model summary as a ground truth. Data for 2010 and 2011
tracks was available to participants along with four human-authored summaries per document, and is
available with NIST AQUAINT 2 agreement [2].
References:
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[1] http://www-nlpir.nist.gov/projects/duc/data/2002_data.html
[2] http://tac.nist.gov/2011/Summarization/Guided-Summ.2011.guidelines.html#test_data
2.3.2

SENTIMENT ANALYSIS

Much recent sentiment analysis literature is concerned with micro-blogging tools such as Twitter. Siaf et al
(2013) [2] provides an overview of several public-domain annotated Twitter datasets, including:
Sentiment140 [1] (derived from the Stanford Twitter Sentiment Test (STS-Test)) provides training data
consisting of 1.6 million machine-annotated tweets with sentiments rated from 0 (negative) to 4 (positive)
based on whether they contain certain emoticons. It also contains test data consisting of 498 humanannotated tweets.
The STS-Gold [2] dataset is a corpus of human-annotated tweets consisting of 2034 tweets with sentiments
rated from 0 (negative) to 4 (positive).
References:
[1] http://help.sentiment140.com/for-students
[2] http://oro.open.ac.uk/40660/
2.3.3

POLARIZED USER AND TOPICS TRACKING

As regards online social network analysis, there no available datasets, mainly due to the limitations imposed
by the data providers, but methods for building new test datasets are described in the literature.

2.4

METHODS AND TOOLS FOR ACQUISITION OR CREATION OF NEW TEST DATASETS

Polarized User and Topics Tracking. In online social networks, data acquisition methods are based on
collecting data by tracking a set of relevant users or keywords by exploiting the API provided by the
platform being investigated. Data collection methods are usually well documented in literature and they
can be replicated by any other users. For large dataset a good infrastructure might be required. Examples of
data collection methods are key-word based [1], or user profile based [2].
References:
[1] Coletto, M., Lucchese, C., Orlando, S., and Perego, R. Polarized user and topic tracking in twitter. In SIGIR
’16: Proceedings of the 39th International ACM SIGIR Conference on Research and Development in
Information Retrieval (2016).
[2] Mauro Coletto, Venkata Rama Kiran Garimella, Aristides Gionis and Claudio Lucchese. A Motif-based
Approach for Identifying Controversy. In ICWSM ’17: International AAAI Conference on Web and Social
Media (2017).

2.5

DATA THAT CAN BE PROVIDED BY SOBIGDATA PROJECT PARTNERS
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Polarized User and Topics Tracking. CNR-HPC collected data about specific events: Italian political elections,
Brexit referendum, migrants monitoring. CNR-HPC may provide datasets about under Transnational Access
through the SoBigData VRE.
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EVALUATION OF ALGORITHMS FOR NETWORK ANALYSIS

3.1
3.1.1

CLASSES OF NETWORK ANALYSIS TASKS
NETWORK RECONSTRUCTION

In cases when only partial information on a given network is available, algorithms to infer the missing part
of the network are needed. Such algorithms are designed to make the best use of the available information:
they take as input the accessible data and, as output, they produce a “reconstructed” version of the
network itself, i.e. a plausible configuration which is compatible with the available information. Once the
network has been reconstructed, it is possible to simulate spreading processes such as shocks, epidemics,
etc.
References:
[1] https://arxiv.org/abs/1411.7613
[2] https://arxiv.org/abs/1610.05494
[3]
https://sites.google.com/a/imtlucca.it/networks---imt-unit-for-the-study-ofnetworks/downloadable-files/reconstruction-of-financial-networks
3.1.2

NETWORK PROJECTION

If data are only available in a bipartite fashion (as usually happens for social data, e.g. users-like data sets)
algorithms are needed to infer their closest monopartite representations. The Facebook data set, listing
“users” and “likes” (where a link is present if the selected user “liked” the chosen post) provides the most
illustrative case-study: is it possible to infer the network of friendship relations out of the users’ choices?
Identifying communities of users with common interests can open the way to a number of possible
applications.
References:
[1] https://arxiv.org/abs/1607.02481
3.1.3

COMMUNITY DETECTION

Given a complex network in order to gain insights on its topology a crucial task to tackle is indeed
community discovery. Communities are meso-scale network topologies whose nodes are strongly
connected within each other than than with external entities. Unfortunately a shared formal definition of
community does not exist thus the evaluation of such approaches represent an open issue. Moreover,
networks usually evolve as time goes by making the community discovery task one of the most challenging
within the complex network playground.
References:
[1] doi:10.1145/2629511
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[2] doi:10.1007/s10994-016-5582-8
[3] doi:10.1007/s13278-016-0411-4
[4] doi:doi:10.1007/s13278-016-0397-y
Methods in the Catalogue:
●
●
3.1.4

DEMON
TILES
NETWORK DIFFUSION PROCESSES

Networks are often used to model the social layer upon which epidemics as well as innovations diffuse.
Several models have been devised to describe and simulate diffusion processes on complex networks, both
from local and global perspectives. Being able to compare and evaluate different models making different
assumptions can open the way to several applications.
References:
[1] doi:10.1007/978-3-319-03260-3_28
Methods in the Catalogue:
●
3.1.5

Leader Detect
ONLINE EGO NETWORK ANALYSIS

Online ego networks model online social networks from the point of view of a single actor (ego), together
with the actors the ego is connected to (alters) and the strength of their relationships [1]. Through this
model, it is possible to characterize human cognitive constraints and how they impact key social processes
such as cooperation and willingness to share resources [2, 3], and compare the properties of ego networks
formed offline (i.e. not mediated by the use of social media -- largely studied in the literature and with wellknown properties) with those of online ego networks.
References:
[1] M. Everett, S.P. Borgatti. Ego Network Betweenness. Social Networks, 27(1): 31-38, DOI:
10.1016/j.socnet.2004.11.007. 2005.
[2] J. Launay, R.I.M. Dunbar. Playing with Strangers: Which Shared Traits Attract us Most to New People?
PLoS One 10:e0129688, DOI:10.1371/journal.pone.0129688. 2015.
[3] A. Sutcliffe, D. Wang, R.I.M. Dunbar. Relationships and the Social Brain: Integrating Psychological and
Evolutionary Perspectives. British Journal of Psychology, 103(2), 149–168. DOI:10.1111/j.20448295.2011.02061.x. 2012.
Methods in the Catalogue:
●

Ego Network Analyzer
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ANALYSIS OF THE IMPACT OF EGO NETWORK STRUCTURES ON INFORMATION
DIFFUSION

Ego networks are fundamental building blocks for the formation of complete social networks, and they play
an important role in the diffusion of information between nodes. This task aims at quantifying the impact of
measurable ego network structural properties and the degree of information diffusion between egos and
their alters or vice-versa.
3.1.7

LINK PREDICTION

The process of predicting the appearance of new edges in a graph G = (V, E), based on existing properties of
the graph [1]. For example, in a social network consisting of people (vertices V) and their interactions (edges
E), one might determine the probability of two people interacting in the future based on their past
interactions and the interactions of other people in the network to whom they are connected.
Reference:
[1] Liben-Nowell and Kleinberg, “The Link Prediction Problem for Social Networks.” 2003.

3.2
3.2.1

METHODS AND TOOLS FOR ALGORITHM ASSESSMENT
NETWORK RECONSTRUCTION

Assessing quality of network reconstruction via local statistical indices (as the confusion matrix and the area
under the ROC curve). Reconstruction algorithms provide plausible configurations of the unknown network.
In order to test the goodness of the reconstruction itself on single configurations, a set of indices can be
defined, measuring how many links have been correctly recovered, how many links have been incorrectly
predicted, etc. The four indices that are usually employed are: (i) the number of true positives (links that are
correctly recovered), (ii) the number of true negatives (links that are correctly predicted as being missing),
(iii) the number of false positives (links that are incorrectly predicted as being present), and (iv) the number
of false negatives (links that are incorrectly predicted as being missing). More comprehensive indices can be
defined, as the accuracy.
A compact test for evaluating the overall reconstruction goodness is computing the area under the ROC
curve. A perfect reconstruction method is characterized by an area equal to 1; less effective algorithms are
described by areas between 0 and 1.
Assessing quality of network reconstruction via global statistical indices. Generally speaking, a
reconstruction algorithm outputs many plausible configurations (hereby, the “ensemble”). A way to take
into account this variability at glance is to calculate the ensemble average 𝜇! of any quantity of interest X
and compare it with the corresponding observed value. Error bars can be defined as well, by calculating the
ensemble standard deviation of the same quantity. As a result, an estimate of the kind 𝜇! ± 𝜎! is obtained.
Reference:
https://arxiv.org/abs/1610.05494
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NETWORK PROJECTION

The quality of a network projection can be assessed only when a monopartite representation of a given
bipartite network is available as well. In this case, the same local indices introduced above can be
employed.
References:
[1] https://arxiv.org/abs/1607.02481
[2] https://en.wikipedia.org/wiki/Receiver_operating_characteristichttps://arxiv.org/abs/1607.02481
[3] https://arxiv.org/abs/1610.05494https://en.wikipedia.org/wiki/Receiver_operating_characteristic
[4] https://en.wikipedia.org/wiki/Confusion_matrixhttps://arxiv.org/abs/1607.02481

3.2.3

COMMUNITY DETECTION

The quality of network communities can be assessed by employing both internal and external evaluations.
Internal evaluation is carried out considering the scalability of the designed approach and the quality of the
results obtained w.r.t. the index explicitly optimized by the given algorithm; external evaluation, on the
other hand, is often used to compare several approaches having different rationale. This latter approach
often leverages controlled environment testing (e.g. synthetic networks) and the knowledge of ground
truth network partitions. In [1] we introduced a methodology that efficiently measure the adherence of a
computed partition to ground truth that is not affected by community overlap.
Reference:
[1] doi:10.1007/978-3-319-30569-1_10
Methods on the Catalogue:
●
3.2.4

F1-Communities
NETWORK DIFFUSION PROCESSES

To evaluate and compare diffusion models is a complex task, often carried out by analysing the temporal
trends of the observed/simulated phenomena. In order to support comparison and analysis of both
epidemic and opinion dynamic models we developed a library that exposes state of art models both via
programming interface and REST services.
Methods on the Catalogue:
●

NDlib
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NDlib-REST
ONLINE EGO NETWORK ANALYSIS

Comparison between the properties of online and offline ego networks: Since the properties of offline ego
networks are well-known in the literature, one way to determine whether online ego networks have similar
properties to those found offline is to compare their structure with the results obtained from reference
work in the literature.
3.2.6

ANALYSIS OF THE IMPACT OF EGO NETWORK STRUCTURES ON INFORMATION
DIFFUSION

One way to assess the impact of ego network properties on information diffusion in a social network is to
progressively delete social links in a social network graph according to their level of importance within the
ego networks they belong to, and determine the capacity of the resulting graph to diffuse information [1].
Another possibility is to analyse the correlation between the degree of diffusion on social links and their
importance for the involved ego [2].
References:
[1] V. Arnaboldi, M. La Gala, A. Passarella, M. Conti. Information diffusion in distributed OSN: The impact of
trusted relationships. Peer-to-Peer Networking and Applications, vol. 9(6). 2016.
[2] V. Arnaboldi, M. Conti, M. La Gala, A. Passarella, F. Pezzoni. Ego network structure in online social
networks and its impact on information diffusion. Computer Communications, vol. 76. 2016.

3.2.7

LINK PREDICTION

Liben-Nowell and Kleinberg (2003) model network interactions as timestamped edges such that link
prediction can be evaluated against a test dataset derived from the real-life evolution of a network after a
given cutoff period. In their case of arxiv.org co-authorship networks, the full dataset is partitioned such
that training data is drawn from the period 1994-1996 and the test data from 1997-1999.
Recommendations for evaluation metrics based on the characteristics of the dataset are made in Yang et al
[1].
Reference:
[1] Yang, Yang, Ryan N. Lichtenwalter, and Nitesh V. Chawla. “Evaluating Link Prediction Methods.”
Knowledge and Information Systems 45, no. 3 (December 2015): 751–82.

3.3

AVAILABLE TEST DATASETS FOR NETWORK ANALYSIS ALGORITHMS

Several publicly available network datasets can be found at:
[1] https://snap.stanford.edu/data/
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[2] http://networkrepository.com/
Both sites contains real world datasets that can be used for both community discovery and network
diffusion analysis and evaluation. In particular [1] makes available network having annotated ground truth
communities.
Datasets on the Catalogue:
●
●
●

Com-livejournal
Com-dblp
Com-amazon

Several publicly available datasets of social networks with indications of the strength of the relationships
between nodes and/or the amount of information they share can be found at:
[1] https://snap.stanford.edu/data
[2] http://konect.uni-koblenz.de/

3.4

METHODS AND TOOLS FOR ACQUISITION OR CREATION OF NEW TEST DATASETS

In order to generate synthetic (but realistic) social networks a number of stylized facts needs to be
reproduced. Some of the recognized features of social networks are: (1) heavy tails of the degree
distribution, (2) large clustering coefficient, (3) assortative mixing, (4) presence of a community structure,
(5) presence of a hierarchical structure. Although a number of algorithms to generate synthetic networks
have been already proposed, none of these methods can account for all the aforementioned features. The
most comprehensive framework is represented by the Exponential Random Graph formalism which is
flexible enough to generate networks characterized by several of the aforementioned features.
In order to simulate a society, the model proposed in [1] can be adopted. Generally speaking, we may
imagine a network composed by many dense communities connected by (few) links ensuring that the whole
network is a connected graph. In more quantitative terms one could force a community structure (via a
stochastic block model) characterized by dense blocks, in turn ensuring a large clustering coefficient for the
nodes belonging to them.
Blocks can be created whose nodes have power-law degree distributions and inter-blocks links can be
added, in such a way to create an overall small-world network. According to the desired level of detail,
structures like the described one can be nested within each other, in order to create a hierarchical
structure.
As a preliminary step to the generation of realistic configurations, a vector of representative features has to
be selected for each node. As an example, when considering the world trade, the most representative
quantity is the GDP of each country (which is strongly correlated with both the nodes degrees and the
nodes strengths). A second example is provided by financial systems: when considering interbank networks,
the most representative quantity is the equity of each bank. When considering social networks, on the
other hand, representative quantities may be the total number of friends, of exchanged emails, of sexual
relationships, etc.
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References:
[1]
https://sociology.stanford.edu/sites/default/files/publications/the_strength_of_weak_ties_and_exch_
w-gans.pdf
[2] https://arxiv.org/abs/1210.7828
[3] https://arxiv.org/abs/1409.6649
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EVALUATION OF ALGORITHMS FOR MOBILITY ANALYSIS
CLASSES OF MOBILITY ANALYSIS TASKS

The description of the tasks and methods is presented in the deliverable 9.1, sections:
2.2.1.1 Trajectory Builder, 2.2.1.2 Mobility Profiles, 2.2.1.3 MyWay Trajectory Prediction, 2.2.1.4 Never
Drive Alone – Carpooling, 2.2.1.5 Borders, 2.2.1.6 Sociometer, 2.2.1.8 GeoTopics and 2.2.1.12 Trip Builder.

4.2

METHODS AND TOOLS FOR ALGORITHM ASSESSMENT

●

Trajectory Builder: The method is a reconstruction process which consider spatio-temporal constraints
specified by the user. There is no evaluation in this case.

●

Mobility Profiles: The result is analysed in terms of quality of the models downgrading data quality: in
particular passing from GPS observation to GSM-like data. More details in [6].

●

MyWay Trajectory Prediction: The prediction algorithm is tested cutting real trajectories and checking
how much the prediction is similar to the original one: considering TS as a set of trajectories for which
we want a prediction, TP the set of trajectories for which a prediction is provided, and TPC the set of
trajectories for which the future spatio-temporal position is correctly predicted, then the following
validation measures are: Prediction rate: |TP|/|TS| allows us to estimate the predictive ability and
corresponds to the percentage of trajectories for which a prediction is supplied; Accuracy rate:
|TPC|/|TS| allows us to estimate the prediction goodness and corresponds to the percentage. More
details in [1].

●

Never Drive Alone - Carpooling: The recommendation system is tested on a simulated dataset of users’
preferences in order to evaluate the rate of acceptance of the suggested matches between users. More
details in [2].

●

Borders: An empirical evaluation of the results obtained by the algorithm against the administrative
plan for the future partition of the territories, resulting is very similar to it. More details in [3]

●

Sociometer: The algorithm results are tested against the ground truth provided by the administrative
office computing the correlation between them [4], moreover it is also tested in terms of robustness
w.r.t. the size of the time window considered for building the model [5].

●

Trip Builder: The results produced by the algorithm consist in visiting plans made up of actual touristy
itineraries that are the most tailored to the specific preferences of the tourist TripBuilder takes into
account the personal preferences of the user and her temporal constraints. The goodness of the results
was evaluated against 2 baselines: Trajectory Popularity and Trajectory Personalized Profit, by
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computing the following performance metrics: recall, popularity score, personal profit score and visiting
time score. More details about the evaluation and performance results can be seen in [7].
References:
[1] Roberto Trasarti, Riccardo Guidotti, Anna Monreale, Fosca Giannotti:
(2017)

. Inf. Syst. 64: 350-367

[2] Mirco Nanni, Lars Kotthoff, Riccardo Guidotti, Barry O'Sullivan, Dino Pedreschi: ICON Loop Carpooling
Show Case. Data Mining and Constraint Programming 2016: 310-324
[3] Salvatore Rinzivillo, Simone Mainardi, Fabio Pezzoni, Michele Coscia, Dino Pedreschi, Fosca Giannotti:
Discovering the Geographical Borders of Human Mobility. KI 26(3): 253-260 (2012)
[4] Barbara Furletti, Lorenzo Gabrielli, Fosca Giannotti, Letizia Milli, Mirco Nanni, Dino Pedreschi. Use of
mobile phone data to estimate mobility flows. Measuring urban population and inter-city mobility using big
data in an integrated approach. In 47th SIS Scientific Meeting of the Italian Statistical Society (SIS 2014),
2014.
[5] Lorenzo Gabrielli, Barbara Furletti, Roberto Trasarti, Fosca Giannotti, Dino Pedreschi: City users'
classification with mobile phone data. Big Data 2015: 1007-1012
[6] Roberto Trasarti, Fabio Pinelli, Mirco Nanni, Fosca Giannotti: Mining mobility user profiles for car
pooling. KDD 2011: 1190-1198
[7] Brilhante, I., Macedo, J.A., Nardini, F.M., Perego, R., Renso, C.: Where shall we go today?
planning touristic tours with tripbuilder. In: Proc. CIKM. ACM (2013)

4.3

AVAILABLE TEST DATASETS FOR MOBILITY ANALYSIS ALGORITHMS

Public Resources:
●

●
●

4.4

Public GPS datasets:
○ Rome taxis - http://crawdad.org/roma/taxi/20140717/
○ San Francisco taxis - http://crawdad.org/epfl/mobility/20090224/
○ GeoLife
dataset
(Human
traces)
https://www.microsoft.com/enus/download/details.aspx?id=52367
○ Video surveillance: https://graphics.cs.ucy.ac.cy/research/downloads/crowd-data
Call Data Records (CDR): http://www.d4d.orange.com/en/presentation/data (request needed)
Social Network API (Geolocalized data).

METHODS AND TOOLS FOR ACQUISITION OR CREATION OF NEW TEST DATASETS

Methods:
●

TagMyDay: Crowdsourcing experience used to collect data from users in the city of Pisa (italian
website) - https://goo.gl/nT5EYD
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Personal data store - Cellphone Application to monitor the movement of registered user in order to
build self-awareness services and collective indicators - http://kdd.isti.cnr.it/project/livlab-livorno

DATA THAT CAN BE PROVIDED BY SOBIGDATA PROJECT PARTNERS

The following datasets, provided by partners, are published in the catalogue:
•
•

•
•

•
•

GPS data of private cars: a dataset of private vehicles crossing Tuscany. The number of records is
about 11 millions of trips; Number of users is 150,000.
CDR data from a telecommunication company: the dataset contains mobile phone records collected
in the provinces of Pisa, Lucca, Livorno and Firenze in March 2014. It contains about 50 millions of
Call Data Records (CDRs), and the antennas' coverage. Number of CDRs is about 50 million; Number
of users is about 860,000; Number of antennas is about 450.
Foursquare check-ins: about 15 million tweets that point to public Foursquare check-ins.
Flickr geo-localized photos: the dataset contains a knowledge base built with data coming from
Flickr and Wikipedia. It covers three Italian cities: Rome, Florence, and Pisa. These are three of most
important cities from a sightseeing point of view and, thus, the dataset guarantees variety and
diversity in terms of size and richness of available content.
Official administrative information (OAI): a set of geometries describing census sectors with some
demographic information. Number of sectors is about 20,000.
Geo-localized Twitter Data - Tuscany: A dataset of geo-localized Tweets in the area of Tuscany in a
period of one year.
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EVALUATION OF ALGORITHMS FOR WEB USE ANALYSIS

5.1
5.1.1

CLASSES OF WEB USE ANALYSIS TASKS
LEARNING TO RANK (LTR)

Ranking is a central task of many Information Retrieval (IR) problems, such as document ranking, or item
recommendation. LtR techniques leverage efficient machine learning algorithms and large amounts of
training data to build high-quality ranking models. A training dataset consists in a collection of querydocument pairs where each example is annotated with a relevance label. A LtR algorithm aims at learning a
document scoring function that approximates the ideal ranking induced by the training relevance labels.

5.2
5.2.1

METHODS AND TOOLS FOR ALGORITHM ASSESSMENT
LEARNING TO RANK (LTR)

This is a supervised tasks, therefore evaluation measures are based on the labeling of training examples and
they measure the agreement between the ordering implied by such labels with the ordering generated by
the given LtR algorithm. Some popular measures are: DCG, NDCG, MAP, ERR, MRR, pfound, RBP, precision,
recall, Spearman’s Rho, Kendall’s tau. [1]
References:
[1] Liu, T.Y., 2009. Learning to rank for information retrieval. Foundations and Trends® in Information
Retrieval, 3(3), pp.225-331.

5.3

AVAILABLE TEST DATASETS FOR WEB USE ANALYSIS ALGORITHMS

The following datasets are very used by the IR community:
•
•
•

Microsoft: https://www.microsoft.com/en-us/research/project/mslr/
Yahoo LtR Challenge: https://webscope.sandbox.yahoo.com/catalog.php?datatype=c
Istella: http://blog.istella.it/istella-learning-to-rank-dataset/

The above datasets are anonymized exposing only query ids, feature values and relevance labels for millions
query-document pairs.

5.4

METHODS AND TOOLS FOR ACQUISITION OR CREATION OF NEW TEST DATASETS

Creating new datasets is usually very expensive as it requires multiple users to manually annotate examples
with a relevance label. In some cases, it may be partially automated by exploiting implicit user feedback,
e.g., a user clicking (or not clicking) on a recommended item.

5.5

DATA THAT CAN BE PROVIDED BY SOBIGDATA PROJECT PARTNERS

CNR-HPC may provide a copy of the datasets made available by major search engines and mentioned
above.
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EVALUATION REGARDING ETHICAL CRITERIA

6.1

CRITERIA REGARDING THE USE OF TEST DATASETS AND TOOLS

•

Do applicable tools/datasets used for evaluation come with licenses, end-user license agreements
(EULAs), or other terms of use that impose ethical constraints? (e.g. the JSON license: “The Software
shall be used for Good, not Evil.”)
Are any direct costs associated with the use of evaluation datasets, metrics, or tools and if so, which
entity is the beneficiary?
Are methods, tools, or datasets sponsored or provided by governmental or corporate entities for
their direct or indirect benefit, and if so what, if any, ethical constraints are imposed by this
consideration?

•
•

6.2

CRITERIA REGARDING PERSONAL PRIVACY

In applications where there is a need for privacy protection, the following criteria are used for evaluation of
privacy-preserving methods:
•
•
•
•

Privacy level, offered by a privacy preserving technique, which indicates how closely the sensitive
information, that has been hidden, can still be estimated.
Hiding failure, that is, the portion of sensitive information that is not hidden by the application of a
privacy preservation technique;
Data quality after the application of a privacy preserving technique, considered both as the quality of
data themselves and the quality of the data mining results after the hiding strategy is applied;
Complexity, that is, the ability of a privacy preserving algorithm to execute with good performance in
terms of all the resources implied by the algorithm.

This criteria are clarified by the privacy by design methodology described in the SoBigData deliverable 2.5
Section “3 PRIVACY- AND FAIRNESS-BY-DESIGN IN BIG DATA ANALYTICS“

6.3
6.3.1

EVALUATION METHODS
PERSONAL PRIVACY

KDDLab developed a methodology [1] to assess the risk of re-identification in a dataset in order to
guarantee the privacy of individuals. This has been tested over GPS and CDR data.
Regarding CDR data, KDDLab firstly developed a methodology for extracting profiles from CDR data [2],
which are essentially spatio-temporal aggregation. Then KDDLab developed a Privacy-by-Design
methodology [3] to identify a possible attack model using a very strong background knowledge i.e.,
assuming that the attacker exactly knows, for a certain municipality, the activities done by his/her target for
a period of 1, 2, 3 or 4 weeks.
In the following figure we show the cumulative distribution of the risk of re-identification, varying the
number of weeks known by the attacker, for the municipality of Pisa. As one can see, knowing exactly one
week of calls, the risk is less than 5% for more than 90% of users; if we consider the strongest background
knowledge, the same risk is related to almost 70% of total users (which is around 180,000).
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The datasets we used for the testing phase are private and are essentially two: a dataset of one month of
trajectories (i.e., a list of users’ GPS points) and a dataset of 4 weeks of call records.
References:
[1] Anna Monreale, Salvatore Rinzivillo, Francesca Pratesi, Fosca Giannotti, Dino Pedreschi. Privacy-bydesign in big data analytics and social mining. In EPJ Data Science 3:10, 2014.
[2] Lorenzo Gabrielli, Barbara Furletti, Roberto Trasarti, Fosca Giannotti, Dino Pedreschi. City users'
classification with mobile phone data. In IEEE Big Data, 2015.
[3] Ann Cavoukian. 7 Foundational Principles https://www.ipc.on.ca/english/Privacy/Introduction-to-PbD/
See more details on the methodology of risk assessment in the SoBigData deliverable 2.2 section 2.5.6
DATA PROTECTION IMPACT ASSESSMENT
6.3.2

DETECTION OF DISCRIMINATION AND SEGREGATION

KDDLab has developed methods and processes: (1) to detect social discrimination and segregation in
datasets of historical decision records (discrimination discovery); (2) and to prevent predictive models (e.g.,
classification model) to learn and reproduce discriminatory decisions (discrimination prevention). For a
multi-disciplinary survey, see [1]. Fairness goes beyond the legal obligations of non-discrimination, and
accounts for bias-free predictive models. Another related concept is algorithm accountability and
transparency, which requires mechanisms for disclosure of decision motivation, and for model
interpretability and auditability. Approaches for (1) starting from relational data are based on association
rule mining [2] (tackling group discrimination), on k-NN [3,4] (tackling individual discrimination), and on
methods for indirect discrimination that exploit background knowledge [RHK+14]. An extensions to
ontologies is proposed in [7]. Segregation discovery starts from attributed graphs [6]. Approaches for (2)
consist of auditing a prediction model to the purpose of understanding why it makes certain decisions. In
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particular, [5] acts on the output of the rule-based classifiers by modifying/regularizing the extracted model
in order to remove learnt discriminatory rules.
References:
[1]

A. Romei, S. Ruggieri. A multidisciplinary survey on discrimination analysis. The Knowledge Eng.
Review. 29 (5): 582-638, 2014.

[2]

S. Ruggieri, D. Pedreschi, F. Turini. Data mining for discrimination discovery. ACM Transactions on
Knowledge Discovery from Data. Vol. 4, Issue 2, May 2010, Article 9.

[3]

B. T. Luong, S. Ruggieri, F. Turini. k-NN as an Implementation of Situation Testing for Discrimination
Discovery and Prevention. 17th ACM Int. Conf. on Knowledge Discovery and Data Mining (KDD
2011): 502-510. ACM, 2011.

[4]

A. Romei, S. Ruggieri, F. Turini. Discrimination discovery in scientific project evaluation: A case
study. Expert Systems with Applications 40 (15): 6064–6079, 2013.

[5]

D. Pedreschi, S. Ruggieri, F. Turini. Measuring discrimination in socially-sensitive decision records.
9th SIAM Conf. on Data Mining (SDM 2009): 581-592. SIAM, 2009.

[6]

A. Baroni, S. Ruggieri. Segregation Discovery in a Social Network of Companies. 14th Int.
Symposium on Intelligent Data Analysis (IDA 2015) : 37-48. Vol. 9385 of LNCS, Springer, 2015.

[7]

B. T. Luong, S. Ruggieri, F. Turini. Classification Rule Mining Supported by Ontology for
Discrimination Discovery. IEEE ICDM Int. Workshop on Privacy and Discrimination in Data Mining
(PDDM) 868-875. IEEE, December 2016.

See more details in the deliverable 2.5 section 2.2 “Fairness-by-Design in Big Data”.
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